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Abstract
The problems under consideration in this dissertation centre around the representation of visual spacetime, i.e., (visual) image intensity (irradiance) as a
function of two-dimensional spatial position and time. In particular, the overarching goal is to establish a unified approach to representation and analysis of
temporal image dynamics that is broadly applicable to the diverse phenomena
in the natural world as captured in two-dimensional intensity images. Previous
research largely has approached the analysis of visual dynamics by appealing to
representations based on image motion. Although of obvious importance, motion
represents a particular instance of the myriad spatiotemporal patterns observed
in image data. A generative model centred on the concept of spacetime orientation is proposed. This model provides a unified framework for understanding a
broad set of important spacetime patterns. As a consequence of this analysis, two
new classes of patterns are distinguished that have previously not been considered
directly in terms of their constituent spacetime oriented structure, namely multiplicative motions (e.g., translucency) and stochastic-related phenomena (e.g.,
wavy water and windblown vegetation). Motivated by this analysis, a representation is proposed that systematically exposes the structure of visual spacetime
in terms of local, spacetime orientation. The power of this representation is
demonstrated in the context of the following four fundamental challenges in computer vision: (i) spacetime texture recognition, (ii) spacetime grouping, (iii) local
boundary detection and (iv) the detection and spatiotemporal localization of an
action in a video stream.
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Chapter 1
Introduction
Curiosity demands that we ask questions, that we try to
put things together and try to understand this multitude
of aspects as perhaps resulting from the action of a relatively small number of elemental things and forces acting
in an infinite variety of combinations.
RICHARD FEYNMAN (The Feynman Lectures on
Physics)

1.1

Motivation

It has long been recognized that the temporal variation across a sequence of images provides a wealth of information about a perceiver’s surroundings in the
world. This type of visual cue can be used to recover a variety of quantitative
and qualitative information, including three-dimensional scene structure, egomotion and higher-level image understanding. The problems under consideration

1

in the present research centre around the representation and analysis of image
dynamics. In particular, this research is concerned with efficiently establishing
an initial representation that is suitable for capturing the wide range of image
dynamics (i.e., image variation over time that is not strictly motion-related) that
one may encounter, with image motion as a special case, albeit an important one.
Ultimately, the efficacy of a representation depends on the visual tasks that it
can address. With the representation defined, its power is demonstrated in the
context of several important visual tasks.
In this dissertation, image sequences are analyzed in the joint multidimensional space spanned by the two-dimensional spatial coordinates and time; this
joint space is termed visual spacetime. This space can be considered as a threedimensional, (x, y, t), volume, constructed by stacking consecutive frames along
the temporal axis (see Fig. 1.1).

1.1.1

Image motion versus image dynamics

The recovery of image motion or optical flow, the apparent motion of the image
brightness pattern expressed as a vector field (Horn, 1986), has generally been
presumed to be the initial goal of processing image dynamics. Ideally, optical flow
corresponds to the motion field, which represents the projection of the three-
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Figure 1.1: Visual spacetime. (left) An image sequence and (right) its spatiotemporal volume constructed by stacking the images along the temporal axis.
dimensional velocity of surfaces in a scene onto the image plane; however, in
general, optical flow does not equal the motion field (Horn, 1986; Verri & Poggio,
1989). The reason for the lack of strict equivalence between the two flow fields
is that the motion field is a purely geometric construct, whereas optical flow
depends on assumptions placed on the photometric structure of the image, put
another way, the measurement of visual motion is a visual construction not merely
a passive process (Hoffman, 2000).
A more critical issue with image motion as a representational substrate is
its general inadequacy in describing general image dynamics (Simoncelli, 1993).
Figure 1.2 provides an illustration of several of these inadequacies in the realworld. Figure 1.2 (a) shows a boat sailing in wavy water with the coast at
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a distance. In the case of the clear sky region, the lack of both spatial and
temporal variation makes the flow estimation indeterminate (i.e., there are an
infinite number of velocities that are consistent with this type of spatiotemporal
region). In the case of the wavy water, the assumptions typically associated
with defining optical flow are violated (e.g., brightness conservation and local
smoothness). Figure 1.2 (b) shows a campfire scene. In the case of the fire
region, it generally consists of pure temporal variation (flicker), which violates
the assumption that the spatiotemporal variation is due to motion. In the case of
the rising smoke region, (assuming that the smoke is rigid) there is more that one
motion (pointwise) present within this semi-transparency region: (i) the rising
smoke and (ii) the stationary backdrop. This violates the assumption that a
single flow field can describe the region.
A common approach to dealing with the flow inadequacies described above is
simply to ignore them when encountered, e.g., using confidence measures (Beauchemin & Barron, 1995) and robust estimators (Meer et al., 1991; Black & Anandan, 1996). Alternatively, if one could encompass the broad range of image
dynamics in a stable manner, the conveyed information would be useful to subsequent visual processes. For instance, the ability to recognize smoke or fire or
both would be useful to detect emergency situations. Motivated by this possibil-
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ity, the goal of this dissertation is to revisit the issue of the initial representation
of dynamics and its subsequent role in visual tasks.
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Figure 1.2: Inadequacies of optical flow in natural scenes. (a) An image sequence
with a boat sailing on wavy water with the coast at a distance. (b) An image
sequence of a campfire. Checkmarks denote regions where flow recovery is expected to be successful, regions marked with an “x” are inappropriate for flow.
Images courtesy of the LabelMe video project (Yuen et al., 2009).
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1.2

The role of representation

A common theme in this dissertation is the role of representation in analyzing
dynamic imagery. The term “representation” refers to a formal system for making
explicit certain types of information, together with a specification of how to
compute it (Marr, 1982).
A fundamental issue in problem solving, irrespective of the problem domain,
is the selection of a representation of the information. This is important because
it can affect the degree of ease with which a problem can be solved. For instance,
arithmetic operations can be performed with ease when numbers are represented
in the Arabic and binary representations; however, these same operations are
relatively difficult with numbers represented in Roman numerals.
In this dissertation, the following criteria for a “good” representation are
adopted (cf. (Winston, 1994)):
• Significant structure (i.e., set of regularities) for a particular problem(s) are
made explicit while suppressing unnecessary detail.
• Concise in that it expresses things efficiently.
• Facilitates further computation.
• Computable by an existing procedure.
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• Applicable to useful tasks.
One representation for the analysis of visual spacetime that clearly does not
satisfy all the criteria of a “good representation” is the initial intensity imagery
(the pixel data). In this representation, although all the information is preserved,
no structure is made explicit, thus violating the first criteria. In the context of
problems related to dynamic imagery, the use of a single input image to represent
the temporal data is clearly inappropriate because it suppresses the dynamic
information (i.e., the significant structure).
This dissertation focuses on a particular representation of temporal image
dynamics that is broadly applicable to the diverse phenomena in the natural
world as captured in a temporal sequence of two-dimensional intensity images. In
particular, a distributed representation of visual spacetime along the dimension
of spacetime orientation is considered, where the relative contribution of each
orientation to the region of analysis is made explicit. The significance of spacetime
orientation structure is demonstrated by way of an analysis that shows that a
wide range of important dynamic patterns, both motion and non-motion, can be
modeled in a unified manner simply through consideration of their constituent
spacetime oriented structure in (x, y, t). Finally, the power of this particular
representation will be demonstrated in the context of several important visual
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tasks.

1.3

Contributions

The most significant contributions of this dissertation are the following:
• This dissertation emphasizes the representational issues regarding general
image dynamics and adheres to the criteria of a “good” representation outlined in the previous section. In particular, the proposed representation
is concerned with efficiently exposing constituent spacetime oriented structure in the data and forms the foundation for novel approaches to several
visual tasks considered in this dissertation.
• A generative model centred on the concept of spacetime orientation is proposed. In this work, a generative model is defined as a set of primitive patterns (i.e., spacetime orientation) that are combined based on a set of rules
to realize the space of patterns of interest. The proposed model provides
a unified framework for understanding a broad set of important spacetime
patterns. The discussion of the various spacetime patterns encompassed by
the model culminates with the introduction of two new classes of patterns
that have not been previously considered directly in terms of their con-
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stituent spacetime oriented structure, namely multiplicative motions (e.g.,
translucency) and stochastic-related phenomena (e.g., fire and windblown
vegetation). The insights gained from this analysis are used to motivate a
particular representation of visual spacetime.
• In the context of dynamic pattern recognition, a novel approach to representation and analysis is proposed. Similar to spatial textures, the dynamic
patterns of concern range from structured patterns (e.g., motion) to more
stochastic ones (e.g., wavy water); these patterns collectively are termed
“spacetime textures”. Aggregated measures of spacetime orientation over
visual spacetime are proposed for characterizing a region’s dynamic content
and used for spacetime texture classification.
• The first unified approach to representing and segregating (i.e., grouping
and detecting local boundaries) a wide range of juxtaposed spacetime patterns (motion, static, flicker, (pseudo-)transparency, translucency, spacetime texture, unstructured) is presented. Previous analyses of spacetime
patterns operate on a case-by-case basis, with image motion predominant.
• A novel approach to the challenge of spatiotemporally detecting and localizing an action in a video stream is proposed. The approach does not
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require preprocessing in the form of actor localization, tracking, motion estimation, figure-ground segmentation or extensive learning. The approach
can accommodate variable appearance of the same action, rapid dynamics,
multiple actions in the field-of-view, cluttered backgrounds and is resilient
to the addition of distracting foreground clutter. While others have dealt
with background clutter, it appears that the present work is the first to
address directly the foreground clutter challenge.
• As an additional contribution of this work, the video data sets and corresponding ground truth used in evaluating the spacetime texture recognition
and segregation approaches have been made publicly available online for use
by other researchers.

1.4

Overview of thesis

Chapter 1 has served to motivate the issue of visual spacetime representation.
Chapter 2 presents a theoretical analysis of the spacetime oriented structure underlying a wide range of important dynamic patterns, spanning motion and nonmotion dynamics. Patterns of concern are studied within a unified framework and
eschews ad hoc case-by-case analysis. Motivated by the findings in Chapter 2,
Chapter 3 proposes a representation suitable for characterizing a broad set of dy-
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namic patterns. This representation indicates the relative presence of a given set
of spacetime orientations in a spatiotemporal image region. With the representation established, Chapters 4 to 6 demonstrate the power of the representation
in the context of three diverse visual tasks. Chapter 4 begins by introducing the
concept of spacetime texture; this concept can be considered the spatiotemporal
analogue of spatial texture. Next, an approach to spacetime texture recognition
is proposed. Chapter 5 proposes a novel grouping mechanism and local boundary
detection scheme that segregates video based on differences in image dynamics
as captured by the proposed representation. Chapter 6 considers the problem of
detecting and spatiotemporally localizing an action defined by a single video template in a larger video stream; this problem is termed “action spotting”. Finally,
Chapter 7 provides a summary of the dissertation with suggestions for future
investigations. Relevant related work is discussed in the individual chapters.
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Chapter 2
Modeling of Visual Spacetime
If you understand something in only one way, then you
don’t really understand it at all.
MARVIN MINSKY (Society of the Mind)

2.1
2.1.1

Introduction
Motivation

The goal of this chapter is to describe a broad set of spatiotemporal signals in
terms of their constituent spacetime oriented structure, both in the spacetime and
frequency domains. This will be done via a generative model that systematically
superimposes spacetime oriented structure. It is shown that this model captures
a wide range of spatiotemporal patterns that typically have been treated non-
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uniformly on a case-by-case basis. Furthermore, this unified perspective will
prove important in motivating the representation of spatiotemporal signals based
on measurements of spacetime oriented structure discussed in Chapter 3 and its
subsequent application in the visual tasks discussed in Chapters 4 to 6. Portions
of the work described in this chapter appear in (Derpanis & Wildes, 2010b).

2.1.2

Related work

The study of image dynamics in vision has been and continues to be dominated
by the optical flow model (Fennema & Thompson, 1979; Ullman, 1979; Lucas &
Kanade, 1981; Horn & Schunck, 1981). This model seeks to assign a vector field to
the input data indicative of apparent motion (i.e., image velocity/displacement).
A fundamental assumption underlying this model is that a single velocity is
present within a finite image region of analysis. This single motion assumption
commonly appears in the form of the conservation of some image feature property over time (e.g., brightness (Horn & Schunck, 1981), phase (Fleet & Jepson,
1990), etc.).
The assumption of a single pointwise velocity is often too restrictive for modeling natural scenes. For instance, in many situations multiple image velocities are
present at an image point, including image neighbourhoods of semi-transparency
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and dynamic occlusion. Towards this end, several models have been proposed
that relax the single motion assumption and admit the superposition of two or
more translating signals, e.g., (Shizawa & Mase, 1991; Langley et al., 1992; Bergen
et al., 1992).
Others have considered the correspondence between image velocity and threedimensional orientation in (x, y, t) space (Adelson & Bergen, 1985), or equivalently, modeled the image motion signal in the frequency domain, e.g., (Fahle
& Poggio, 1981; Adelson & Bergen, 1985; Watson & Ahumada, 1983; Heeger,
1988; Simoncelli, 1993). This latter approach has its intellectual antecedents in
earlier work in spatial vision, e.g., (Campbell & Robson, 1968), where it was
shown that perplexing aspects of spatial vision could be better understood in the
frequency domain. This viewpoint served as motivation for optical flow estimation methods based on direction selective, spatiotemporal linear filters, e.g., (Watson & Ahumada, 1985; Adelson & Bergen, 1985; Fleet & Jepson, 1985; Heeger,
1988).
It appears that Fleet (Fleet, 1992) presented the earliest computational analysis of multiple motions in the frequency domain. Subsequent research concerned with multiplicative motion and dynamic occlusion proposed computational schemes for recovering the image velocity of constituent components within
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this framework (Fleet & Langley, 1994; Beauchemin & Barron, 2000b). These
early approaches focused on a world where constituent patterns were composed
of a few spectral components (e.g., sinusoids and plaids). In the real-world, the
spectra of image patterns is typically of a broadband nature (Simoncelli & Olshausen, 2001). For the case of dynamic occlusion with broadband signals, (Yu
et al., 2002) demonstrated that the spectral features relied on in earlier work are
not reliable. Key to their analysis is understanding multiple motion phenomena
in a more natural domain rather than in a highly contrived one. A special case of
multiple superimposed motions considered in (Langer & Mann, 2003) consists of
image patterns where the constituent elements share the same direction of motion
but differ in speed (e.g., panning across a stationary cluttered scene with varying
depth, falling snow and traffic scenes), such patterns are termed “optical snow”.
More generally, (Wildes & Bergen, 2000) considered a broader scope of dynamic
image patterns than those discussed above, including both motion-related (e.g.,
coherent motion and semi-transparency) and non-motion-related signals (e.g.,
flicker and noise-like patterns).
Recently, attention has turned towards modeling visual processes composed of
ensembles of particles exhibiting stochastic dynamics, such as plumes of smoke,
fire, dynamic water and windblown vegetation; these processes are commonly
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referred to as “dynamic textures”. In these cases, optical flow recovery proves
challenging since assumptions underlying these methods are often violated (e.g.,
image brightness conservation and motion smoothness). To address these cases,
statistical generative models have been proposed to jointly capture the spatial appearance and dynamics of the input, e.g., (Szummer & Picard, 1996; Fitzgibbon,
2001; Doretto et al., 2003a).
Overall, while these various models have considered similar dynamic image
patterns to those considered in the sequel, none of this work has uniformly considered the complete set of patterns that are the main subject of the current
chapter.

2.1.3

Contributions

The major contributions in this chapter are two-fold. (i) A generative model
centred on the concept of spacetime orientation is proposed. This model provides a unified framework for understanding a broad set of important spacetime
patterns. (ii) The discussion of the various spacetime patterns encompassed by
the model culminates with the introduction of two new classes of patterns that
have not been previously modeled directly in terms of their constituent spacetime oriented structure, namely multiplicative motions (e.g., translucency) and
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stochastic-related phenomena (e.g., dynamic water and windblown vegetation).

2.2
2.2.1

Preliminaries
Relevance of frequency analysis

The Fourier transform is a global transform and as such care must be taken
in extrapolating results to local phenomena. A common property among the
phenomena to be studied is that they are characterized by linear structures in
the spectral domain. These structures represent idealizations. In practice, as
a consequence of the “uncertainty principle” (Bracewell, 2000), these structures
are subject to blurring by the window of analysis. The use of smooth windows,
such as a Kaiser window (Harris, 1978), can ameliorate this problem to some
degree but will not remove it completely. The use of larger windows can also
reduce this problem; however, this increases the possibility of mixing simple local
structures. This dilemma represents an instance of the “generalized aperture
problem” (Jepson & Black, 1993).
In order to apply the Fourier transform, the signal must conform to the Dirichlet conditions (Bracewell, 2000). These conditions require that over any interval
the signal is absolutely integrable, of bounded variation and that it has a finite
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number of discontinuities, each of which is finite. Since any measured physical signal satisfies these conditions, the analysis is ensured to hold for arbitrary
natural image sequences.

2.2.2

Generative model

For the spacetime patterns of concern in this chapter, the following recursive
procedure is used as the generative model for obtaining the final image from
component layers (Adelson & Anandan, 1990). Assume that the depth ordering
of N layers relative to the viewer is given, where the layer composition results
are denoted I0 (x), . . . , IN −1 (x), with x = (x, y, t)> denoting the spatial, (x, y),
and temporal, t, coordinates. At each pixel, each layer, n, may partially transmit
the total amount of light from the layers beneath it by a transmittance factor of
Tn (x), where 0 ≤ Tn (x) ≤ 1, and may contribute its own emission of quantity
En (x), where En (x) ≥ 0. The non-negativity of the emission term, En (x), follows
from the fact that it represents power per unit foreshortened area per unit solid
angle (radiance) and thereby cannot take on negative values. The boundary cases
of the transmittance factor consisting of zero and one, indicate that the light from
the previous layers is fully attenuated and fully transmitted, respectively. The
final composite image is the result of applying this process recursively from back-
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to-front, formally,
In (x) = Tn (x)In−1 (x) + En (x),

(2.1)

where n ≥ 0 and I0 (x) ≡ E0 (x). Strictly speaking, the image signal is given
in terms of irradiance, while In (x) is given as scene radiance in the generative
model, (2.1); however, since image irradiance is proportional to scene radiance
(Horn, 1986), this distinction is neglected here, as it has been in developing
other applicable analyses of semi-transparency, e.g., (Adelson & Anandan, 1990;
Szeliski et al., 2000).
In the sequel, the generative model, (2.1), is used as a basis for understanding the spacetime oriented structure of various spacetime patterns in a systematic fashion. A novel aspect of the presented model in comparison to previous formulations used to model dynamic imagery (Fleet, 1992; Fleet & Langley,
1994; Beauchemin & Barron, 2000b; Yu et al., 2002), is the explicit introduction of the non-negativity constraint of the image signal and transmittance. It
will be demonstrated in the context of multiplicative motion patterns that enforcing the non-negativity constraint yields oriented structure in the frequency
domain that was conjectured in earlier work to be annihilated in the composition process (Fleet, 1992; Fleet & Langley, 1994). Interestingly, the constraint of
non-negativity of the image signal has previously appeared in work concerning
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Figure 2.1: Range of spacetime oriented structure. The bottom and top rows of
images depict prototypical patterns of dynamic structure in the spacetime and
frequency domains, respectively. The horizontal axis indicates the amount of
spacetime oriented structure superimposed in a pattern, with increasing amounts
given along the rightward direction.
the simultaneous reconstruction of component images and recovery of motions in
imagery containing reflections and transparency (Szeliski et al., 2000); however,
the authors did not pursue the implication of the non-negativity constraint on
the explicit structure of the signal.
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2.3

Analysis

The local orientation (or lack thereof) of a pattern is a salient characteristic. Geometrically, spacetime orientation captures the local first-order correlation structure of a pattern. For vision, local spacetime orientation can have additional
interpretations. Figure 2.1 illustrates the significance of this structure in terms
of describing a range of dynamic patterns in video data, cf. (Wildes & Bergen,
2000). With reference to Fig. 2.1 and as discussed in Section 2.1.2, image velocity
corresponds to a three-dimensional orientation in (x, y, t); indeed, motion represents a prominent instance of the depicted dominant oriented patterns. To the
left of the dominant oriented pattern reside two degenerate cases corresponding
to patterns where the recovery of spacetime orientation is underconstrained (e.g.,
the aperture problem and pure temporal luminance flicker) and at the limit fully
unconstrained (e.g., blank wall).
Starting again from a dominant oriented pattern and superimposing an additional spacetime orientation yields a multi-dominant oriented pattern (e.g., semitransparency). Here, two spacetime orientations dominate the pattern description
(Fleet, 1992). Continuing the superposition process to the limit, yields the special
case of isotropic structure (e.g., “television snow”), where no discernable orientation dominates the local region; nevertheless, significant spatiotemporal contrast
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is present (Wildes & Bergen, 2000). In between the cases of multi-dominant
and isotropic structure lie various complicated phenomena that arise as multiple
spacetime oriented structures (e.g., motions) are composited; these patterns are
commonly termed “dynamic textures” (Doretto et al., 2003a). Occurrences in the
world that give rise to such visual phenomena include those governed by turbulence and other stochastic processes (e.g., dynamic water, windblown vegetation,
smoke and fire).
The remainder of this chapter is concerned with providing formal models for
the range of patterns depicted in Fig. 2.1. The first part of the discussion is
concerned with several extant models (i.e., translation, aperture problem and
additive transparency). In conjunction with the generative model, these models
will serve to introduce two new classes of patterns (i.e., multiplicative motion and
dynamic texture) that have not previously been modeled directly in terms of their
constituent spacetime oriented structure. (For the purpose of keeping this discussion self-contained, non-original model derivations are relegated to Appendix
A.)
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2.3.1

Dominant orientation

Spacetime patterns consisting of a single spacetime orientation have traditionally
been associated with textured spatial patterns moving with a uniform velocity
(Fahle & Poggio, 1981; Adelson & Bergen, 1985; Watson & Ahumada, 1985;
Heeger, 1988); static patterns correspond to the special case of zero velocity. In
the frequency domain, the energy of these patterns correspond to a plane through
the origin, with the planar surface slant indicative of velocity.
More formally, consider an image signal, I(x), defined by a 2D spatial intensity
profile I(x, y) moving with velocity v = (u, v)> . In the spatiotemporal domain,
the model for a constant translating image signal is given by,
I(x) = I(x − ut, y − vt).

(2.2)

The corresponding spectrum is given by (Fahle & Poggio, 1981; Watson & Ahumada, 1985; Adelson & Bergen, 1985; Heeger, 1988) (see Appendix A.1 for derivation),
˜
˜ x , ωy )δ(ωx u + ωy v + ωt ),
I(k)
= I(ω

(2.3)

where k = (ωx , ωy , ωt )> denotes the spatiotemporal frequency vector, I˜ denotes
the Fourier transform of the corresponding signal, I, and δ(·) is the Dirac delta
function. Geometrically, this can be interpreted as the spectrum being restricted
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to a plane through the origin with normal (v> , 1)> . In the 2D case, consisting
of a single spatial dimension, x or y, and time, t, the planar spectra reduces to a
line through the origin. This motion is often referred to as first-order motion or
Fourier motion in the literature.
A lesser known instance of a (approximately) single oriented pattern are image sequences of rain and snow streaks. In layman’s terms, this instance is sometimes described as “it’s raining pins and needles”. Here, spacetime orientation
lies perpendicular to the temporal axis with the spatial orientation component
corresponding to the streaks’ spatial orientation. In the frequency domain, the
energy of these patterns lies approximately on a plane through the temporal frequency axis, where the orientation of the spectral plane is related to the spatial
orientation of the streaks; for a derivation of this model, see (Barnum et al.,
2010).
Beginning with a single spacetime oriented pattern and superimposing spacetime orientations spanning a narrow range about the initial oriented pattern
yields “optical snow” (Langer & Mann, 2003) and “nowhere-static” (Fitzgibbon,
2001) patterns. Optical snow arises in many natural situations where the imaged scene elements are restricted to a single direction of motion but vary in
speed (e.g., camera motion across a static scene containing a range of depths
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and vehicular traffic scenes). In the frequency domain, the energy approximately
corresponds to a “bow tie” signature formed by the superposition of planes. In
contrast, “nowhere-static” patterns do not impose such local directionality constraints. Examples of such patterns include, scenarios where a camera pans over
a scene exhibiting stochastic movement (e.g., windblown flowers and cheering
crowds). In the frequency domain, one can think of the energy as corresponding
to the superposition of several “bow ties”, each sharing a common central spacetime orientation. These two patterns and single oriented patterns are collectively
referred to as “dominant oriented” patterns herein.

2.3.2

Degenerate orientation

To the left of the single oriented pattern in Fig. 2.1 reside two degenerate cases
corresponding to spacetime orientation that is partially specified and at the limit
completely unspecified, respectively. In the frequency domain, the energy of the
partially specified case corresponds to a line through the origin; in the frequency
domain the spacetime orientation ambiguity is due to an infinite number of planes
containing the given spectral line through the origin. In the limit, a region
can totally lack any spatiotemporal contrast or vary slowly. Correspondingly,
the frequency domain correlate is isolated in the low-frequency portion of the
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spectrum (ideally consisting of only a zero frequency (DC) component). This
case is referred to as “unstructured”.
A commonly cited example of an underconstrained spacetime oriented signal
is the “aperture problem” (Horn, 1986). This problem refers to the situation
where the spatial structure of a translating pattern is one-dimensional (e.g., an
edge) within the region of analysis (i.e., the aperture). In this case only the
velocity component in the direction of the normal to the spatial intensity profile
can be recovered.
More formally, consider an image signal, I(x), defined by a 1D spatial intensity
profile I(x) with n̂ a 2D unit vector normal to the spatial oriented structure and
translating with a velocity vn̂ in the direction of n̂ (i.e., the normal velocity). In
the spatiotemporal domain, the aperture problem can be written as
I(x) = I[(n̂> , −kvn̂ k)x].

(2.4)

The corresponding spectrum is given by (Fleet, 1992; Bigun, 2006) (see Appendix
A.2 for derivation),
˜
˜ x , ωy )n̂]δ[(ωx , ωy )û]δ[(v> , 1)k],
I(k)
= I[(ω
n̂

(2.5)

where û is orthogonal to n̂. Geometrically, this can be interpreted as the spectrum being restricted to a line through the origin. This follows simply by the
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intersection of the two spectral planes, (ωx , ωy )û = 0 and (vn̂> , 1)k = 0, defined
by the two Dirac delta components.
A second example of an underconstrained spacetime oriented signal are instances of pure temporal luminance variation or simply flicker (e.g., lightning
illuminating the sky). Such signals are devoid of spatial appearance structure
but exhibit pure temporal variation.
More formally, consider an image signal, I(x), defined by a 1D temporal
intensity profile I(t). In the spatiotemporal domain, flicker can be written as
I(x) = I(t).

(2.6)

The corresponding spectrum is simply given by,
˜
˜ t )δ(ωx )δ(ωy ).
I(k)
= I(ω

(2.7)

Geometrically, this can be interpreted as the spectrum restricted to a line through
the origin that lies strictly on the temporal frequency axis.

2.3.3

Multi-dominant orientation

To the immediate right of the dominant oriented pattern in Fig. 2.1 reside multidominant patterns where two or more distinct spacetime orientations dominate
the pattern description (e.g., semi-transparency and translucency). In the fre-
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quency domain, the energy corresponds to two or more planes, each representative
of its respective spacetime orientation. Interestingly, several psychophysical studies (Mulligan, 1992; Edwards & Greenwood, 2005) have concluded that human
observers can simultaneously perceive two coherently moving patterns (layers)
of white noise that have been combined additively; however, beyond two layers,
humans are no longer able to perceive all layers simultaneously.
In the analysis to follow, the assumption of broadband signals, cf. (Yu et al.,
2002), is augmented with an additional natural domain constraint, that of nonnegativity of the image signal and attenuation/transmittance in the signal composition stage, as encompassed by the generative model, (2.1). It will be demonstrated that the addition of this simple constraint imposes oriented spatiotemporal structure that was previously claimed to be lost in the context of multiplicative
compositions of multiple motions (Fleet, 1992). Without loss of generality, the
number of layers under consideration will be restricted to two.
In the discussion to follow, patterns are distinguished in terms of whether
components layers in the generative model, (2.1), are combined additively or multiplicatively. Section 2.3.3.1 considers additive dynamic patterns, most notably
semi-transparency. Sections 2.3.3.2 to 2.3.3.3 discuss models of multiplicative
dynamic patterns that arise in situations of translucency, dynamic occlusion and
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pseudo-transparency.

2.3.3.1

Additive case: Semi-transparency

Reflections are a common source of additive multi-dominant oriented patterns. In
many cases, resulting image patterns contain mixtures of reflected and transmitted light. Common examples include, glass-like and water surfaces that transmit
a reflected image of the environment and a partially uniformly attenuated image
of the scene behind it.
Formally, consider an image signal, I0 (x, y), viewed through a non-refractive
translucent layer with a spatially homogeneous transmittance denoted by the constant α. In addition, the translucent layer contributes its own emission, E1 (x, y),
due to reflection. If both the image signal and translucent material are moving
with velocities v0 = (u0 , v0 )> and v1 = (u1 , v1 )> , respectively, using the generative model, (2.1), the image sequence signal can be written as
I1 (x) = αI0 (x) + E1 (x)

(2.8)

= αI0 (x − u0 t, y − v0 t) + E1 (x − u1 t, y − v1 t).

(2.9)

By the superposition property of the Fourier transform (Bracewell, 2000), its
spectrum consists of the sum of translational spectra of the individual layers
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(Fleet, 1992)
Iˆ1 (k) = αI˜0 (k) + Ẽ1 (k)

(2.10)

= αI˜0 (ωx , ωy )δ(ωx u0 + ωy v0 + ωt ) + Ẽ1 (ωx , ωy )δ(ωx u1 + ωy v1 + ωt ).
(2.11)
2.3.3.2

Multiplicative case: Translucency

Common situations that give rise to multiplicative patterns of concern in this section are: structured lighting/shadows effects and translucency (i.e., non-uniform
transmission of light through a surface).
Assume that an image signal, I0 (x, y), is viewed through a non-refractive
translucent layer with transmittance T1 (x, y). If components I0 (x, y) and T1 (x, y)
are moving with velocities v0 = (u0 , v0 )> and v1 = (u1 , v1 )> , respectively, using
the generative model, (2.1), the image sequence signal can be written as
I1 (x) = T1 (x − u1 t, y − v1 t)I0 (x − u0 t, y − v0 t).

(2.12)

From the generative model, the transmittance factor is strictly non-negative.
Consequently, T1 (x, y) can be reexpressed as the sum of a constant/DC term α
and a zero mean signal, T (x, y) = T1 (x, y) − α. Furthermore, to reflect the nonnegative nature of image signals, I0 (x, y) can be reexpressed as a constant/DC
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term β plus a zero mean signal, I(x, y) = I0 (x, y) − β. Including these constraints
in (2.12), yields,

I1 (x) =



α + T (x − u1 t, y − v1 t) β + I(x − u0 t, y − v0 t)

(2.13)

= αβ
+ αI(x − u0 t, y − v0 t) + βT (x − u1 t, y − v1 t)
+ T (x − u1 t, y − v1 t)I(x − u0 t, y − v0 t).

(2.14)

From the standard Fourier motion result (Section 2.3.1), the superposition
property and the convolution theorem of the Fourier transform (Bracewell, 2000),
it can be easily shown that the Fourier transform of (2.14) is
I˜1 (k) = αβδ(k)
˜ x , ωy )δ(ωx u0 + ωy v0 + ωt ) + β T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt )
+ αI(ω

 

˜ x , ωy )δ(ωx u0 + ωy v0 + ωt ) ,
+ T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt ) ∗ I(ω
(2.15)
where ∗ symbolizes the convolution operator. Assuming broadband component
signals, the first term corresponds to a zero frequency (DC) term. The second
and third terms correspond to two oriented spectral planes. Their normal vectors
(v0> , 1)> and (v1> , 1)> denote their respective layer velocities. The final term
corresponds to the convolution between two 3D planes that yields a non-oriented
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ωt

ωx

αβδ(k, ωt )

+

+


˜
v0 + ωt )
αI(k)δ(k

+

β T̃ (k)δ(k v1 + ωt )

(T̃ (k)δ(k v1 + ωt ))
*


˜
(I(k)δ(k
v0 + ωt ))

=

Figure 2.2: Synthetic multiplicative transparency image sequence. The term-byterm composition of a multiplicative transparency is illustrated in the 2D, ωx −ωt ,
frequency domain (magnitude terms displayed), as given by (2.15). The white
noise structures are moving in opposite directions with a speed of 1 pixel/frame.
A Kaiser window in the spatiotemporal domain was used to reduce windowing
distortions for all terms, except the DC term. For display purposes, the logarithm
of the spectrum is displayed.
structure in the case of broadband signals. Finally, one can include the emission
term, E1 (x), that will result in the strengthening of the planar spectral structure
of the translucent layer.
Figure 2.2 illustrates the frequency spectra for the various terms of (2.15)
and their compositional result. For illustrative purposes attention is restricted
to the 2D case (x-t). The constituent image signals are both white noise moving
in opposite directions with a speed of 1 pixel/frame. As can be seen, enforcing
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the non-negativity constraint on the image signal by way of introducing DC
components reveals the oriented structure of the constituent surfaces with the
convolution (distortion) term acting as a non-oriented noise-like backdrop. In
the case where both DC terms are zero, a clear violation of the non-negativity
constraint, the translucency reduces to the non-oriented term,


 

˜
T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt ) ∗ I(ωx , ωy )δ(ωx u0 + ωy v0 + ωt ) .

(2.16)

In Fig. 2.3, a real translucency example is presented. This example consists
of a painting moving behind a spatially varying translucent material, that is also
in motion, and captured by a stationary video camcorder. In the epipolar slice
image, two symmetric diagonal oriented structures are clearly evident. Correspondingly, the main power in the spectral domain is dominated by two lines
through the origin. These structures are consistent with the constant leftward
and rightward motions present within the analysis window.
Structured lighting and shadows can also be modeled as multiplicative motions as the local surface albedo determines the proportion of impinging light
that is reflected. In Fig. 2.4, a real structured light example is presented. This
example consists of a moving structured light illuminating a textured surface
moving in the opposite direction, captured by a stationary video camcorder. In
the epipolar slice image, two symmetric diagonal oriented structures are clearly
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evident. Correspondingly, the main power in the spectral domain is dominated
by two lines through the origin. These structures are consistent with the constant
leftward and rightward motions present within the analysis window.
As an example application of the novel theoretical analysis of multiplicative
motions presented in this section, (Derpanis & Wildes, 2010b) considers the task
of multiple motion recovery with multiplicatively combined image motion signals.
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(b)

(c)

1 of 1

(d)

1/8/2009 12:00 PM

(e)

(f)

Figure 2.3: Real translucency example. (a) and (b) depict the “raffia weave” texture from the Brodatz database (Brodatz, 1966) and van Gogh’s “Starry Night”
painting, respectively, used to form the constituent layers of the translucency
example. (c) and (d) represent the first and last frames of a 32 frame image
sequence depicting the “Starry Night” painting (i.e., opaque surface) moving behind an acetate (i.e, translucent material) depicting the “raffia weave” texture,
captured by a stationary video camcorder. The surfaces are moving in opposite
directions (leftward and rightward) with approximately equal speed. The movements were generated using computer-controlled translating stages. The white
solid lines overlayed for display purposes only in (c) and (d) denote the 32 pixel
(horizontal) spatial extent of the analysis window; the temporal extent of the
analysis window is 32 frames. (e) The epipolar slice of the sequence along the
analysis window; the spatial and temporal axes point rightward and downward,
respectively. (f) The 2D power spectrum of the Kaiser windowed analysis region;
the origin of the spectrum lies in the middle of the image. For display purposes,
the DC component has been removed.
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(a)

(b)

(c)

(e)

(d)

(f)

Figure 2.4: Real structured light example. (a) and (b) depict the “wood grain”
and “pigskin” textures, respectively, from the Brodatz database (Brodatz, 1966),
used to form the constituent layers of the structured light example. (c) and (d)
represent the first and last frames of a 32 frame image sequence depicting a moving structured light pattern projected (using an LCD projector) onto an opaque
moving surface, captured by a stationary video camcorder. The structured light
and opaque surface depict the “wood grain” and “pigskin” textures, respectively.
The surfaces are moving in opposite directions (leftward and rightward) with approximately equal speed. The movement of the opaque surface was generated
using a computer-controlled translating stage. The white solid lines overlayed for
display purposes only in (c) and (d) denote the 32 pixel (horizontal) spatial extent
of the analysis window; the temporal extent of the analysis window is 32 frames.
(e) The epipolar slice of the sequence along the analysis window; the spatial and
temporal axes point rightward and downward, respectively. (f) The 2D power
spectrum of the Kaiser windowed analysis region; the origin of the spectrum lies
in the middle of the image. For display purposes, the DC component has been
removed.
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2.3.3.3

Multiplicative case: Occlusion

In this section, the analysis of dynamic occlusion given in (Yu et al., 2002) is
extended by enforcing the non-negativity constraint on image signals. Note that
unlike the previous multiplicative dynamic patterns discussed, where two motions
were defined at each image point, the following model describes a situation where
two motions are spatially juxtaposed (i.e., only a single velocity is present at each
point but over a given neighbourhood two motions are present).
Assume that an image signal, I0 (x, y), moves with a velocity v0 = (u0 , v0 )>
behind an opaque surface with transmittance T1 (x, y) and emission E1 (x, y) moving with velocity v1 = (u1 , v1 )> . Unlike the translucency case in Section 2.3.3.2,
the transmittance function is now binary (i.e., T1 (x, y) ∈ {0, 1}). The occlusion
relationship between the two surfaces can be modeled as follow,


I1 (x) = 1 − T1 (x − u1 t, y − v1 t) E1 (x − u1 t, y − v1 t)
+ T1 (x − u1 t, y − v1 t)I0 (x − u0 t, y − v0 t).

(2.17)

Next, let the non-negativity constraints be introduced to both the transmittance
and emission terms. The transmittance T1 (x, y) can be reexpressed as the sum of
a constant/DC term α and a zero mean signal, T (x, y) = T1 (x, y) − α. While the
emission terms, E1 (x, y) and I0 (x, y) can be reexpressed as constant/DC terms,
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β and γ, plus zero mean signals: E(x, y) = E1 (x, y)−β and I(x, y) = I0 (x, y)−γ.
Introducing these constraints in (2.17) yields,



I1 (x) = 1 − α − T (x − u1 t, y − v1 t) β + E(x − u1 t, y − v1 t)



+ α + T (x − u1 t, y − v1 t) γ + I(x − u0 t, y − v0 t) .

(2.18)

The corresponding Fourier transform can be written as,
I˜1 (k) =




(1 − α)β + αγ δ(k)

˜ x , ωy )δ(ωx u0 + ωy v0 + ωt )
+ αI(ω
+ (1 − α)Ẽ(ωx , ωy )δ(ωx u1 + ωy v1 + ωt )
+ (γ − β)T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt )

 

− T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt ) ∗ Ẽ(ωx , ωy )δ(ωx u1 + ωy v1 + ωt )

 
˜ x , ωy )δ(ωx u0 + ωy v0 + ωt ) .
+ T̃ (ωx , ωy )δ(ωx u1 + ωy v1 + ωt ) ∗ I(ω


(2.19)
The final step consists of defining a transmittance function. Following (Fleet,
1992; Yu et al., 2002), the two-dimensional Heaviside function (i.e., a unit step)
is used for the support of the occluder,
1, (x, y)n̂ ≥ 0
T1 (x, y) =
,
0, otherwise
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(2.20)

where n̂ denotes the 2D unit normal vector to the occluding boundary. Note that
the DC term of (2.20) is given by α = 1/2. The assumption of a linear occluding
boundary can be justified on the grounds that the region of analysis that straddles
the boundary is generally much smaller than the constituent surfaces.
With the occlusion model, (2.19), fully specified it now can be interpreted
with broadband signal components. The first term corresponds to a DC component. The second and third terms correspond to the scaled spectral planes of
the occluded and occluder signals, respectively. Their normal vectors (v0> , 1)>
and (v1> , 1)> denote their respective layer velocities. Here, it is interesting to
point out that in the present derivation both the occluder and occluded signals
explicitly appear as separate terms (ignoring scale and bias); whereas, in the original derivation of Eq. (12) in (Yu et al., 2002) only the occluder signal appears
undistorted. The oriented structure of the occluder signal is reinforced by the
fourth and fifth terms. Observing that the motion of the Heaviside function is
an instance of the aperture problem, the final term corresponds to a convolution
between a 3D line and a 3D plane. This lone term contributes to a distortion
from the ideal case of superposition between two oriented planes. As pointed out
in (Yu et al., 2002), the influence of the convolution of the line corresponds to a
hyperbolic distortion that can be assumed negligible as compared to noise. Im-
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portantly, the main energy of the spectrum lies on the two spectral planes given
by the motion of the occluder and occluded signals.

2.3.3.4

Multiplicative case: Pseudo-transparency

Pseudo-transparency (also commonly referred to as diaphanous or gauzy/sheer
transparency) can also be accommodated by the model, (2.19). This spacetime
structure corresponds to the case where the holes in a perforated occluder are below the observer’s spatial resolution limit (Kersten, 1991). In other words, across
the region of concern each analysis window contains both the foreground and
background. A prime example of this case in the real-world is viewing a moving
object through a fragmented surface, such as a fence, leafless bush, grassy field,
etc. Assuming that the binary transmittance function of the occluder is broadband, reflecting its typically “complex” nature, (2.19) can again be interpreted
as two oriented spectral planes through the origin reflecting the velocities of the
two surfaces, where the distortion in the last term, as in the case of translucency,
corresponds to a non-oriented noise backdrop.
In Fig. 2.5, a real pseudo-transparency example is presented. This example
consists of a person moving rightward behind a stationary chain linked fence,
captured by a stationary video camcorder. In the epipolar slice image, diagonal
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and vertical oriented structures are clearly evident. Correspondingly, the main
power in the spectral domain is dominated by two lines through the origin. These
structures are consistent with the constant rightward motion and static structures
present within the analysis window.
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(a)

(b)

(c)

(d)

Figure 2.5: Real pseudo-transparency example. (a) and (b) represent the first
and last frames of a 32 frame image sequence depicting a person moving rightward
behind a stationary chain linked fence, captured by a stationary video camcorder.
The white horizontal lines overlayed for display purposes only in (a) and (b) denote the 32 pixel (horizontal) spatial extent of the analysis window; the temporal
extent of the analysis window is 32 frames. (c) The epipolar slice of the sequence
along the analysis window; the spatial and temporal axes point rightward and
downward, respectively. (d) The 2D power spectrum of the Kaiser windowed
analysis region; the origin of the spectrum lies in the middle of the image. For
display purposes, the DC component has been removed.
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2.3.4

Heterogeneous orientation and isotropic structure

Continuing the superposition process in Fig. 2.1 to the limit, yields the special
case of isotropic structure (e.g., “television snow”), where no discernable orientation dominates the local region; nevertheless, significant spatiotemporal contrast
is present. Such dynamic patterns are referred to as “scintillation” in (Wildes &
Bergen, 2000). In the frequency domain, the energy of this pattern corresponds
to an isotropic response throughout.
In between the cases of multi-dominant oriented and isotropic structure patterns lie various complicated phenomena that arise as multiple spacetime oriented
structures (e.g., motions); here lie the patterns that have been often termed “dynamic textures” (Doretto et al., 2003a). In this dissertation, this broad set of
patterns that are formed by diverse mixtures of spacetime oriented structures are
collectively referred to as heterogeneous oriented. Occurrences in the world that
give rise to such visual phenomena include those governed by turbulence and
other stochastic processes (e.g., dynamic water, windblown vegetation, smoke
and fire). The key underlying assumption to distinguishing these patterns is that
they exhibit a characteristic distribution of spacetime oriented structure.
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2.3.5

Recapitulation

This section has shown that the local spacetime orientation of a visual pattern
captures significant, meaningful aspects of its dynamic structure. As illustrated
in Fig. 2.1, the key unifying idea to this analysis is understanding the various
diverse patterns in terms of superimposed spacetime oriented structure, as captured by the proposed generative model. The first part of the discussion was
concerned with several well-known models of dynamic patterns (i.e., translation,
aperture problem and additive transparency). In conjunction with the generative model, these models were used to introduce two new classes of patterns
(i.e., multiplicative motion and dynamic texture) that have not previously been
considered directly in terms of their constituent spacetime oriented structure.

2.4

Discussion and summary

The implications of this chapter are both theoretical and practical. From a
theoretical point of view, it is shown that spacetime oriented structure is indeed
present in multiplicative motion signals (e.g., translucency) by considering the
physical constraint that natural image signals cannot take on negative values.
More generally, the presented analysis shows that a wide range of important
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dynamic patterns (depicted in Fig. 2.1), both motion and non-motion, can be
modeled in a unified manner simply through consideration of their constituent
spacetime oriented structure in (x, y, t).
From a practical viewpoint, with the common structure of various dynamic
patterns revealed, correspondingly unified image processing and inference mechanisms can be developed. Such developments can remove the need for operations
that proceed on a case-by-case basis, including the need for potentially complicated integration mechanisms. In particular, the theoretical developments can
serve to motivate further techniques for image sequence processing and interpretation based on spatiotemporal orientation measurements, irrespective of whether
multiple motions are present or not, irrespective of whether multiple motions are
combined additively or multiplicatively and irrespective of whether the pattern
dynamics is best described as motion in the first place. In the remainder of this
dissertation, this unified perspective will prove important in motivating the representation of spatiotemporal signals based on measurements of spacetime oriented
structure discussed next in Chapter 3 and its subsequent application in the visual
tasks discussed in Chapters 4 to 6.
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Chapter 3
Representation of Visual
Spacetime
How complex or simple a structure is depends critically
upon the way we describe it. Most of the complex structures found in the world are enormously redundant, and
we can use this redundancy to simplify their description.
But to use it, to achieve the simplification, we must find
the right representation.
HERBERT A. SIMON
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3.1
3.1.1

Introduction
Motivation

Chapter 2 demonstrated that the local spacetime orientation description of a
visual dynamic pattern captures significant, meaningful aspects of its temporal
variation. In particular, these patterns can be viewed as (multi-)oriented intensity
structures in spacetime. This view suggests a signal decomposition using filters
tuned to 3D spacetime oriented structure in the spatiotemporal domain, (x, y, t),
or equivalently, in terms of the set of constituent planes through the origin in the
frequency domain, (ωx , ωy , ωt ).
The goal of the present chapter is the development of a representation of the
input data at the earliest stages of processing that is broadly applicable to the
diverse phenomena one may encounter in the natural world. It is proposed that
by selecting an ill-suited image representation of dynamics, even trivial visual
tasks in one representation may be rendered impossible to solve in others. In the
next section it is argued that extant representations of dynamics are generally
ill-suited for natural imagery. This is followed by a discussion of the proposed
representation that is concerned with exposing constituent spacetime oriented
structure in the data. The power of the proposed representation is demonstrated
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in the context of several visual tasks that follow in Chapters 4 to 6.

3.1.2

Related work

Figure 3.1 illustrates an organization of several extant representations of image
dynamics. The cited representations are sorted based on their commitment to an
underlying model (i.e., level of abstraction). At one extreme, no commitment to
an abstraction is made, the raw signal is used directly (e.g., pointwise intensity
and colour). This representation fails to leverage the rich underlying structure in
the data.
Moving away from the raw image signal, one could abstract the data in terms
of a (normalized) spectral decomposition (i.e., filters localized in different portions of the frequency domain), e.g., (Chomat & Crowley, 1999). This approach
may be likened to a generalized texture analysis, cf. (Rubner & Tomasi, 1996). A
drawback of this representation is that the dynamics information is confounded
with appearance information. Consequently, regions sharing similar dynamics
but differing in spatial appearance will map differently in this space. Representations based on spacetime gradients, e.g., (Zelnik-Manor & Irani, 2006), and
frame differencing, e.g., (Mounts, 1969; Jain & Nagel, 1979), form special cases
of the generalized texture representation. Similar to the generalized texture rep-
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resentation, the spacetime gradient measure is problematic since it is confounded
with appearance. In terms of frame differencing, beyond the difficulty of setting
the level of change deemed significant, a major drawback is that it does not provide direct means for interpreting the source of the change since it confounds
all observed temporal variation together, irrespective of its origins (e.g., moving
surface vs. scene illumination change).
At the other extreme of Fig. 3.1, one assumes that a single or some specified number of superimposed vector fields (denoting pointwise image velocity
estimates) can represent the input signal. This represents the dominant focus
in the literature, as exemplified by the multitude of review papers (Huang &
Tsai, 1981; Aggarwal, 1986; Nagel, 1986; Hildreth & Koch, 1987; Aggarwal &
Nandhakumar, 1988; Vega-Riveros & Jabbour, 1989; Barron et al., 1994a; Beauchemin & Barron, 1995; DuFaux & Moscheni, 1995; Mitiche & Bouthemy,
1996; Haußecker & Spies, 1999; Stiller & Konrad, 1999; Fleet & Weiss, 2005) and
comparative evaluation papers (Burt et al., 1982; Little & Verri, 1989; Willick &
Yang, 1991; Barron et al., 1994b; Otte & Nagel, 1994; Liu et al., 1996; BainbridgeSmith & Lane, 1997; Galvin et al., 1998; McCane et al., 2001; Baker et al.,
2007; Liu et al., 2008) dedicated to the topic. A related representation is normal flow (Horn, 1986), which measures the velocity component parallel to the

50

proposed distributed
measurements of spacetime orientation
difference image
or
spacetime gradient
raw
signal

normal
flow

spectral
decomposition

no commitment

optical
flow

over commitment
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Figure 3.1: Representation spectrum. Common dynamic imagery abstractions
and their respective level of commitment to an underlying model.
local image gradient. Both abstractions represent an over-commitment to local translational motion (or equivalently, motion-related dominant orientation),
which cannot describe the general spacetime structure one may encounter in the
natural world. Examples of inappropriate situations, include, unstructured regions (e.g., blank wall and clear sky), the aperture problem, multiple motions per
point (i.e., semi-transparency), flicker, scintillation, etc. In addition, similar to
the representations cited above, a drawback of normal flow as a representation of
dynamics is that the measure is dependent on appearance.
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3.1.3

Contributions

In the light of previous representations, the contribution of the present work
is an efficiently computable novel representation that serves as an approximate
midpoint to the two extremes depicted in Fig. 3.1. The representation eschews
the semantically loaded question “What motion is present in the data?” that
underlies all flow-based analyses and instead poses the geometric-based question
“What spacetime orientations are present in the data?”. This restatement allows for the uniform description of the various spacetime structures, both motion
and non-motion, discussed in Chapter 2; whereas, the previous surveyed representations lack this flexibility. The representation yields a set of measurements
(a distribution) that indicates the relative presence of a given set of spacetime
orientations in the input signal.
The components of the proposed representation bears resemblance to several
previous representations. Most closely related is the representation in (Simoncelli, 1993; Simoncelli & Heeger, 1998) that provides a computational model of
primate neurons in Middle Temporal (MT) area, which are considered to be velocity selective. Apart from variations on the representation instantiation, the
key differentiating aspect between the two representations lies in their application. The representation in (Simoncelli, 1993; Simoncelli & Heeger, 1998) is used
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in analyzing patterns with motion as their origins; whereas, the proposed representation is targeted at the spacetime orientation structure of general dynamic
imagery, including but not exclusive to motion.

3.2
3.2.1

Technical approach
Distributed spacetime orientation representation

This section discusses the general framework underlying the construction of the
spacetime orientation representation central to the visual tasks considered in this
dissertation. The unspecified particulars of the representation in this section
are task specific parameters to be defined in later chapters in conjunction with
particular visual tasks (e.g., the set of spacetime orientations and filter-order).
The desired spacetime orientation decomposition is realized using a set of
broadly tuned quadrature pair filters based on 3D Gaussian N th derivative filters,
GNθ̂ (x), and their Hilbert transforms, HNθ̂ (x), with the unit vector θ̂ capturing
the 3D direction of the filter symmetry axis and x = (x, y, t)> spacetime position;
various other choices of oriented filters are also possible. A pair of filters is
considered to be in quadrature if they share the same frequency tuning but differ
in phase by 90o , i.e., are Hilbert transforms of each other (Jähne, 2005). (The
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(a)

(b)

(c)

Figure 3.2: Oriented energy filters for spatiotemporal analysis. (a) The plot
illustrates in the spatiotemporal domain an iso-surface profile for the second
derivative of Gaussian filter, G2θ̂ (x, y, t), oriented along the x-axis (i.e., θ̂ =
(1, 0, 0)> ); red surface portion denotes positive and black negative. (b) The
corresponding Hilbert transform, H2θ̂ (x, y, t). (c) The frequency response for the
corresponding quadrature pair filters.
filtering considered in this dissertation is restricted to a single spacetime scale
of analysis, i.e., radial scale of spacetime structure. Potential for multi-scale
extension is described further below.) The filter responses to the image data are
pointwise rectified (squared), pointwise summed, and integrated (summed) over a
spacetime neighbourhood, Ω, to yield the following aggregated pointwise energy
measurement, cf. (Knutsson & Granlund, 1983; Adelson & Bergen, 1985; Heeger,
1988; Wildes & Bergen, 2000):
Eθ̂ (x) =

X

[GNθ̂ (x) ∗ I(x)]2 + [HNθ̂ (x) ∗ I(x)]2 ,

(3.1)

x∈Ω

where I(x) denotes the input imagery and ∗ convolution. This filtering step can
be realized efficiently via separable steerable filtering; see Appendix B for details.

54

Notice that while the employed Gaussian derivative filter and its Hilbert transform are phase-sensitive individually, their quadrature pair combination (i.e.,
pointwise summation of squared responses) removes this sensitivity to yield a
measurement of local signal energy at orientation θ̂. Alternatively, summation
over a region of support about either individual squared component (i.e., G2N

θ̂

or HN2 ) also ameliorates phase sensitivities. More specifically, this follows from
θ̂

Rayleigh’s-Parseval’s theorem (Jähne, 2005) that specifies the phase-independent
signal energy in the frequency passband of the Gaussian derivative:
Eθ̂ (x) ∝

X

|F{GNθ̂ (x) ∗ I(x)}(ωx , ωy , ωt )|2

(3.2)

|F{HNθ̂ (x) ∗ I(x)}(ωx , ωy , ωt )|2 ,

(3.3)

ωx ,ωy ,ωt

=

X
ωx ,ωy ,ωt

where (ωx , ωy ) denote the spatial frequency, ωt the temporal frequency and F the
Fourier transform1 . Comparing (3.1) - (3.3) it is seen that the sum of the squared
components of the individual quadrature pairs (theoretically) yield a proportional
result to the individual component. This follows from the fact that the GN and
HN filters differ only in their respective phase characteristics. Alternatively, it
can be shown (Aach et al., 1995) that the pointwise sum of the squared quadrature filter responses is proportional to the low-pass filtered squared response of
1

Strictly, Rayleigh’s theorem is stated with infinite frequency domain support on summation.
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GN or HN . Thus, including both squared filter responses in (3.1) is in theory
not strictly necessary; alternatively, integration over a support region, Ω, is not
necessary when both squared filter responses are combined pointwise. The choice
of including both quadrature components and support of integration represents
an implementation tradeoff between local signal fidelity versus computational expense and ultimately depends on the application. Inclusion of the Hilbert portion
improves the signal-to-noise ratio (SNR) of the energy estimates while minimizing the region of aggregation, Ω. Such considerations are particularly important
in the segregation tasks discussed in Chapter 5, where a compact region of aggregation minimizes blurring over boundaries between coherent dynamic structures.
The major drawback in using both quadrature pair components is that additional
costly filtering operations are necessary.
Each oriented energy measurement, (3.1), is confounded with spatial orientation; equivalently, in the case of motion-related structure, each oriented filter
is maximally selective to the normal flow of the pattern. Consequently, in cases
where the spatial structure varies widely about an otherwise coherent dynamic
region (e.g., single motion of a surface with varying spatial texture), the responses
of the ensemble of oriented energies will reflect this behaviour and thereby are
appearance dependent; whereas, a description of pure pattern dynamics is sought.
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As discussed in Chapter 2, a pattern exhibiting a single spacetime orientation
(e.g., image velocity) manifests itself as a plane through the origin. Correspondingly, summation across a set of x-y-t-oriented energy measurements consistent
with a single frequency domain plane through the origin is indicative of energy
along the associated spacetime orientation, independent of purely spatial orientation. Since Gaussian derivative filters of order N are used in the oriented
filtering, (3.1), it is appropriate to consider N + 1 equally spaced directions along
each frequency domain plane of interest, as N + 1 directions are needed to span
orientation in a plane with Gaussian derivative filters of order N (Freeman &
Adelson, 1991). Let each plane be parameterized by its unit normal, n̂; a set of
equally spaced N + 1 directions within the plane are given as




2πi
2πi
θ̂a (n̂) + sin
θ̂b (n̂),
θ̂i = cos
N +1
N +1

(3.4)

with θ̂a (n̂) = n̂ × êx /kn̂ × êx k, θ̂b (n̂) = n̂ × θ̂a (n̂), êx denotes the unit vector along
the ωx -axis2 and 0 ≤ i ≤ N . In the case where the spacetime orientation is defined
by image velocity (u, v)> , the normal vector is given by n̂ = (u, v, 1)> /k(u, v, 1)> k.
Now, energy along a frequency domain plane with normal n̂ and spatial orientation discounted through marginalization (summation), is given by summing
2

Depending on the spacetime orientation sought, êx can be replaced with another axis to
avoid an undefined vector.
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Figure 3.3: Illustration of the ring operator in the frequency domain. (left) A
set of N + 1 equally spaced N th derivative of Gaussian filters lying on a plane
is shown; the depicted filters correspond to the second derivative of Gaussian
(N = 2). (right) The corresponding level surface of the sum of power spectra of
these filters is shown. The result is a smooth torus that is maximally responsive
to a given spacetime orientation.
across the set of measurements, Eθ̂i , cf. (Simoncelli, 1993; Simoncelli & Heeger,
1998):
Ẽn̂ (x) =

N
X

Eθ̂i (x),

(3.5)

i=0

with θ̂i one of N +1 specified directions, (3.4), and each Eθ̂i calculated via the oriented energy filtering, (3.1). In the frequency domain, the marginalization step,
(3.5), can be interpreted as computing the energy of the signal along weighted
level surfaces of a smooth ring-shaped function about a particular plane through
the origin in the frequency domain (see Fig. 3.3); see Appendix C for a proof of
the smoothness of the ring-shaped function. This observation can provide the
basis for a multi-scale extension via systematically altering the inner and outer
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extents of the ring and thus selectively covering the frequency domain.
Finally, the marginalized energy measurements, (3.5), are confounded by the
local contrast of the signal and as a result increase monotonically with contrast.
This makes it impossible to determine whether a high response for a particular
spacetime orientation is indicative of its presence or is indeed a low match that
yields a high response due to significant contrast in the signal. To arrive at a
purer measure of spacetime orientation, the energy measures are normalized by
the sum of consort planar energy responses at each point, cf. (Landy & Bergen,
1991; Lubin, 1992; Heeger, 1992; Simoncelli, 1993; Simoncelli & Heeger, 1998;
Wildes & Bergen, 2000):
Ên̂i (x) =

Ẽn̂i (x)
M
P

,

(3.6)

Ẽn̂j (x) + 

j=1

where M denotes the number of spacetime orientations considered and  is a
scalar constant introduced as a noise floor and to avoid instabilities at points
where the overall energy is small. To this set an additional measurement may be
considered that explicitly captures lack of structure via normalized ,
Ê (x) =


M
P

.

(3.7)

Ẽn̂j (x) + 

j=1

(Note that for loci where oriented structure is less apparent, the summation in

59

Algorithm 1: Distributed spacetime orientation representation.
Input: I: Input image sequence, Ω: spacetime integration neighbourhood, {n̂i }: Set of
spacetime orientations, : noise floor scalar, N : order of the Gaussian derivative
filters
Output: {Ên̂i } ∪ Ê : Set of normalized energy responses tuned to spacetime orientation
Step 1: Measure signal energy tuned to both spatial and temporal
orientation
1. Decompose the input signal by the set of linear filters, GN /HN .
2. Square the linear filter outputs and sum over a neighbourhood of spacetime,
(Eq. 3.1).
Step 2: Remove dependence on spatial orientation
3. Marginalize (integrate) the energy measurements (Eq. 3.5).
Step 3: Remove dependence on signal contrast
4. Divisively normalize the marginalized outputs (Eq. 3.6).
5. (Optional) Divisively normalize the unstructured response (Eq. 3.7).

(3.7) will tend to 0; hence, Ê approaches 1 and thereby indicates relative lack of
structure.)
Conceptually, (3.1) - (3.7) takes an image sequence and carves its (local)
power spectrum into a set of planes, with each plane corresponding to a particular
spacetime orientation, to provide a relative indication of the presence of structure
along each plane or lack thereof in the case of a uniform intensity region as
captured by the normalized , (3.7).
To recapitulate, the general construction of the proposed representation is
given in algorithmic terms in Algorithm 1.
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3.2.2

Representation properties

The constructed representation enjoys a number of general attributes that are
worth emphasizing:
1. Owing to the bandpass nature of the Gaussian derivative filters, (3.1), the
representation is invariant to additive photometric bias in the input signal.

2. Owing to the divisive normalization, (3.6), the representation is invariant
to multiplicative photometric bias.

3. Owing to the marginalization of spatial orientation, (3.5), the representation is invariant to changes in appearance manifest as spatial orientation
variation.
Overall, these three invariances result in a robust pattern description that is
invariant to changes that do not correspond to dynamic variation (i.e., spatial
appearance), even while making explicit local orientation structure that arises
with temporal variation (single motion, multiple motion, temporal flicker, etc.).
In addition, the representation is efficiently realized via linear (separable convolution, pointwise addition) and pointwise non-linear (squaring, division) operations.
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More specifically, the convolutions are realized via a set of separable steerable
filters, which are discussed in Appendix B. Moreover, GPU implementation of
Algorithm 1 can execute in real-time (Zaharescu & Wildes, 2010).

3.3

Discussion and summary

Motivated by the importance of spacetime oriented structure of dynamic patterns
discussed in Chapter 2, the current chapter builds upon previous work on spacetime oriented filtering but differs markedly in that filtering is executed to capture
the (possibly multi-) oriented structure of raw dynamic visual data rather than
the recovery of an assumed flow field (i.e., motion-related dominant spacetime
orientation). The final decomposition, (3.6) and (3.7), constitutes a distributed
representation of visual spacetime along the dimension of spacetime orientation.
The relative contribution of each orientation to the local signal is thereby made
explicit.
The proposed representation satisfies all the criteria of a “good” representation established in Section 1.2. Specifically, the significant structure (i.e., spacetime orientation as established in Chapter 2) is made explicit while suppressing
unnecessary detail (e.g., spatial appearance), the information is represented concisely as a distribution/histogram, it facilitates further computation, a procedure
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for realizing the representation has been established and its applicability to useful
(visual) tasks is confirmed in the following chapters.
In contrast to the main theme of this chapter regarding the representation
of spacetime structure, the specific details of our implementation are less important. In terms of oriented filtering, a variety of filters could be substituted, such as
higher-order directional cosine, Gabor, lognormal and causal-time filters (Jähne,
2005). Also, one could design a ring-shaped filter directly rather than rely on
integrating spacetime oriented components as outlined in this chapter. The componentwise construction presented here is advantageous in integrated systems,
where component measurements can be reused. For example, the same component (differential) measurements can be used to recover optical flow (Adelson &
Bergen, 1986).
In summary, this chapter has presented a unified approach to representing a
wide range of spacetime patterns. The approach is based on a distributed characterization of visual spacetime in terms of 3D, (x, y, t), spatiotemporal orientation.
The utility of the representation is demonstrated in the context of several visual
tasks that follow in Chapters 4 to 6.
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Chapter 4
Visual Spacetime Texture
Recognition
Everything should be made as simple as possible, but not
simpler.
ALBERT EINSTEIN

4.1
4.1.1

Introduction
Motivation

Many commonly encountered visual patterns are best characterized in terms of
the aggregate dynamics of a set of constituent elements, rather than in terms of
the dynamics of the individuals. Several examples of such patterns are shown in
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Fig. 4.1. In the computer vision literature, these patterns have appeared collectively under various names, including, turbulent flow/motion (Heeger & Pentland,
1986), temporal textures (Nelson & Polana, 1992), time-varying textures (BarJoseph et al., 2001), dynamic textures (Saisan et al., 2001), and textured motion
(Wang & Zhu, 2003). Most typically, the term “dynamic texture” has been used
with reference to images of natural processes that exhibit stochastic dynamics
(e.g., fire, turbulent water and windblown vegetation). In the present work, the
broader class that includes stochastic as well as simpler phenomena (e.g., orderly
pedestrian crowds, vehicular traffic, and even scenes containing purely translating
surfaces) when viewed on a regional basis will be considered in a unified fashion.
The term “spacetime texture” will be used herein in reference to this broad set
to avoid confusion with previous terms that focused on various subsets and thus
grouped dynamic patterns (e.g., motion and dynamic texture) in an artificially
disjoint manner.
The ability to discern dynamic patterns based on visual processing is of significance to a number of applications. In the context of surveillance, the ability
to recognize dynamic patterns can serve to isolate activities of interest (e.g., biological movement and fire) from distracting background clutter (e.g., windblown
vegetation and changes in scene illumination). Further, dynamic patterns can
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Figure 4.1: Example image frames of spacetime textures in the real world. (leftto-right, top-to-bottom) Forest fire, crowd of people running, vehicular traffic,
waterfall, dynamic water and flock of birds in flight.
serve as complementary cues to spatial appearance-based ones to support the
indexing and retrieval of video. Also, in the context of guiding the decisions of
intelligent agents, the ability to discern certain critical dynamic patterns may
serve to trigger corresponding reactive behaviours (e.g., flight and pursuit).
The goal of the present chapter is the development of a unified approach to
representing and recognizing a diverse set of dynamic patterns with robustness
to viewpoint and with ability to encompass recognition in terms of semantic
categories (e.g., recognition of fluttering vegetation without being tied to a specific view of a specific bush). Toward that end, an approach is developed that
is based solely on observed dynamics (i.e., excluding purely spatial appearance
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cues); with the dynamics factored-out and recognized separately, state-of-the-art
appearance methods can be combined for recognition. This approach follows the
classic divide-and-conquer principle whereby a complicated task (i.e., recognizing
dynamic imagery) is decomposed into simpler sub-tasks (i.e., separately recognizing spatial texture appearance and image dynamics), each of which is addressed
separately.
As discussed in Chapter 2, local spatiotemporal orientation is of fundamental descriptive power, as it captures the first-order correlation structure of the
data irrespective of its origin (i.e., irrespective of the underlying visual phenomena), even while distinguishing a wide range of dynamic patterns of interest (e.g.,
flicker, single motion, multiple motions and scintillation). Correspondingly, each
dynamic pattern will be associated with a distribution (histogram) of measurements that indicates the relative presence of a particular set of 3D orientations
in visual spacetime, (x, y, t), as captured by the approach to representation developed earlier in Chapter 3, and recognition will be performed by matching such
distributions. It is assumed that the spacetime region of support of the patterns
under analysis is provided; this can be achieved for example by the grouping
approach detailed in Chapter 5. Interestingly, the distribution of oriented spacetime structure has been shown to be an important discriminating factor in human
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perception studies of stochastic dynamics (Williams & Sekuler, 1984; Williams
et al., 1991). Portions of the work described in this chapter appear in (Derpanis
& Wildes, 2010a).

4.1.2

Related work

Over the past three decades various representations have been proposed for characterizing dynamic textures for the purpose of recognition (Chetverikov & Peteri,
2005). In this section, several representative strands of research are reviewed.
One strand of research explores physics-based approaches, e.g., (Kung &
Richards, 1988). These methods derive models for specific dynamic textures
(e.g., water) based on a first-principles analysis of the generating process. With
the model recovered from input imagery, the underlying model parameters can
be used to drive inference. Beyond computational issues, the main disadvantage
of this class of approaches is that the derived models are highly focused on specific dynamic textures, and thus lack generalization to other classes of dynamic
textures.
Motivated by successes in spatial texture-related research, an early seminal
approach to uniform analysis of a diverse set of dynamic textures was based on
extracting first- and second-order statistics of motion flow field-based features,
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assumed to be captured by estimated normal flow (Nelson & Polana, 1992).
This work was followed-up by numerous proposed variations of normal flow, e.g.,
(Bouthemy & Fablet, 1998), and optical flow-based features, e.g., (Lu et al.,
2005). There are two main drawbacks related to this strand of research. First,
normal flow is highly correlated with dynamic texture spatial appearance (Polana
& Nelson, 1997). Thus, in contrast to the goal of the present work, recognition
is highly tuned to a particular spatial appearance. Second, optical flow and its
normal flow component are predicated on assumptions like brightness constancy
and local smoothness, which are generally difficult to justify in the context of
dynamic textures.
A recent trend in dynamic texture research is the use of statistical generative models to jointly capture the spatial appearance and dynamics of a pattern.
Recognition is realized by comparing the similarity between the estimated model
parameters. Several variants of this approach have appeared, including: autoregressive (AR) models (Szummer & Picard, 1996; Doretto et al., 2003a; Fitzgibbon, 2001; Wang & Zhu, 2003) and multi-resolution schemes (Heeger & Pentland,
1986; Bar-Joseph et al., 2001). By far the most popular of these approaches for
recognition is the joint photometric-dynamic, AR-based Linear Dynamic System (LDS) model, proposed in (Doretto et al., 2003a), which has formed the
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basis for several recognition schemes (Saisan et al., 2001; Chan & Vasconcelos,
2005b; Woolfe & Fitzgibbon, 2006; Vishwanathan et al., 2007); see Appendix
D.1 for a general description of this model. Although impressive recognition
rates have been reported (∼90%), most previous efforts have limited experimentation to cases where the dynamic texture samples are taken from the exact
same viewpoint. As a result, much of the performance is highly tied to the
spatial appearance captured by these models rather than the underlying dynamics (Chan & Vasconcelos, 2005b; Woolfe & Fitzgibbon, 2006). In a few variants, the cited approaches have considered only the dynamics portion of the LDS
model for recognition (Chan & Vasconcelos, 2005b; Woolfe & Fitzgibbon, 2006).
Significantly, a comparative study of many of the proposed approaches showed
that when applied to image sequences with non-overlapping views of the same
scene (“shift-invariant” recognition), all yield significantly lower recognition rates
(∼20%), whether using joint spatial-dynamic or only the dynamic portion of the
LDS model (Woolfe & Fitzgibbon, 2006).
In the current work, spatiotemporal oriented energy filters (as described in
Chapter 3) serve in defining the representation employed. Significantly, it appears
that no previous work has used the filter outputs to support dynamic texture
recognition, as shown here.
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4.1.3

Contributions

In the light of previous research, the contributions of the present work are as
follows. (i) A broader set of dynamic patterns are considered that subsume those
generally considered disjointly under various banners, including motion and dynamic texture. This broader set is termed “spacetime texture”. The key unifying
element of these patterns is that they can be distinguished by their underlying
spacetime oriented structure. (ii) The representation developed in Chapter 3
provides a unified foundation for representing and recognizing spacetime textures based solely on their underlying dynamics. While spacetime filters have
been used before for analyzing image sequences, they have not been applied to
the recognition of spacetime textures in the manner proposed. (iii) Empirical
evaluation on a standard dynamic texture data set and a traffic congestion data
set demonstrates that the proposed approach achieves superior performance over
state-of-the-art methods. (iv) In order to evaluate the proposed approach on the
wider set of patterns encompassed by spacetime textures, a new data set has been
assembled containing 610 challenging natural image sequences. The experiments
on this data set demonstrates the efficacy of the proposed approach to modeling
and recognition.
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4.2

Technical approach

There are three key parts to the proposed approach to texture recognition:
First, the definition of “dynamic texture” is broadened to encompass both
deterministic- and stochastic-based dynamic patterns; to avoid confusion with
previous terms in the literature, this broader definition is termed “spacetime texture”. Second, the representation developed in Chapter 3 is used as a basis to
discriminate between spacetime textures. Third, a match measure between any
two samples under consideration is proposed. This section begins by motivating
the significance of visual spacetime orientation in the context of spacetime texture analysis. Subsequently, the particulars of the proposed representation and
match measure are detailed.

4.2.1

What is dynamic texture?

Dynamic texture is an integral part of our daily visual experience and yet a precise, generally accepted definition has alluded us. Loosely speaking, dynamic textures have generally been characterized as consisting of homogeneous, spatiotemporally repeating patterns that exhibit a degree of temporal coherence (Doretto
et al., 2003a). The impediment to providing a precise definition is that its definition is a perceptual one, hence the common description “you know it, when you
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deterministic

near-deterministic

near-stochastic

stochastic

Figure 4.2: Spatial texture spectrum; adapted from (Lin et al., 2006). The image
samples depict a range of spatial textures varying from completely deterministic
to completely stochastic, with samples in between comprising a mixture of these
two categorical extremes.
see it”. Several formal definitions of dynamic textures have been proposed that
are centered on stochastic generative models, e.g., (Fitzgibbon, 2001; Doretto
et al., 2003a). Although precise, these definitions limit consideration to patterns
that are stochastic in nature (and are largely guided by mathematical convenience
considerations). This raises the obvious question of whether deterministic patterns should also be considered. Before addressing this question, it is instructive
to first consider the classification of the related concept of spatial texture.
Spatial textures are often classified into two categories, deterministic and
stochastic textures (Haralick, 1979). Deterministic textures are characterized by
a set of identifiable texture elements (texels) that are spatially repeating based on
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Figure 4.3: Spacetime texture spectrum. The images depict prototypical patterns
of spacetime textures in the spacetime domain. The horizontal axis indicates the
amount of spacetime oriented structure superimposed in a pattern, with increasing amounts given along the rightward direction.
a deterministic placement rule (e.g., wallpaper). In contrast, stochastic textures
consist of unidentifiable elements whose placement is modeled by a stochastic
process (e.g., sand). In the natural world, textures tend to consist of mixtures
of these two categories (e.g., wood grain). Figure 4.2 provides an organization
of spatial textures in terms of a continuous spectrum, where deterministic and
stochastic patterns represent the two categorical extremes.
Similarly, in the current work it is proposed that one can view dynamic patterns in an analogous fashion. At one extreme lie deterministic dynamic patterns.
A prime example of such patterns is image motion, where strands of spacetime
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oriented lines (the texels) are placed based on pattern velocity (the deterministic
rule). At the other extreme lie pure stochastic patterns, such as specularities
off water. Notice that contrary to the qualitative definition of dynamic textures
given above, these stochastic patterns do not necessarily exhibit any temporal
coherence. In between these two categorical extremes lie mixtures of these two
pattern classes (e.g., dynamic textures). To avoid confusion with “dynamic texture” patterns, the patterns considered herein are collectively termed “spacetime
texture”, where traditional motion and dynamic textures are subsumed. Similar
to the organization of spatial texture depicted in Fig. 4.2, Fig. 4.3 illustrates the
spectrum of spacetime texture patterns spanning purely deterministic and purely
stochastic patterns. These patterns also coincide with the dynamic patterns of
focus in Chapter 2, where it was shown that the key discriminating attribute is
their constituent spacetime oriented structure.
Analogous to spatial texture discrimination work, e.g., (Knutsson &
Granlund, 1983; Bergen & Adelson, 1988; Fogel & Sagi, 1989; Malik & Perona, 1990; Landy & Bergen, 1991), the texture discrimination model proposed
here assumes that two spacetime textures that produce similar spacetime orientation distributions are elements of an equivalence class (i.e., same visual category). This approach hinges on the principle that all of the spacetime information
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necessary for discriminating spacetime texture patterns can be captured by the
first-order correlation structure (spacetime orientation) of the data. Although a
simplification, this model captures an interesting set of spacetime textures.
As discussed in Chapter 2, the local spacetime orientation of a visual pattern captures significant, meaningful aspects of its dynamic structure; therefore,
a spatiotemporal oriented decomposition of an input pattern is an appropriate
basis for local representation. By extension, aggregated measures of orientation
over a region of visual spacetime may be of use in characterizing the region’s
dynamic texture for recognition. Interestingly, distributions of spatially oriented
measurements have played a prominent role in the analysis of static visual texture
(see, e.g., (Bergen, 1991; Tuceryan & Jain, 1998) for reviews) and form the basis of state-of-the-art recognition methods (Leung & Malik, 2001; Cula & Dana,
2004; Varma & Zisserman, 2005); however, it appears that the present chapter
documents the first application of such an approach to dynamic visual texture.

4.2.2

Representation: Distributed spacetime orientation

This section presents details of the particular instantiation of the representation
used for spacetime texture recognition. For the motivations of the various steps,
see the discussion of the general framework in Section 3.2.1 of Chapter 3.
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The desired spacetime orientation decomposition is realized using a set of
broadly tuned 3D Gaussian third derivative filters (i.e., N = 3), G3θ̂ (x), with
the unit vector θ̂ capturing the 3D direction of the filter symmetry axis and
x = (x, y, t) spacetime position. The local oriented energy measurements are
given as follows (cf. Eq. (3.1))
Eθ̂ =

X

[G3θ̂ (x) ∗ I(x)]2 ,

(4.1)

x∈Ω

where I(x) denotes the input video and ∗ convolution. The spacetime aggregation
region, Ω, is defined over the spatiotemporal extent of the entire input pattern.
Here, only a single quadrature pair component is used. Given that the aggregation
support spatiotemporally covers the entire texture, reliable estimates are expected
from a single quadrature component.
Now, energy along a frequency domain plane with normal n̂ and spatial orientation discounted through marginalization, is given by summing across the set
of measurements, Eθ̂i , as (cf. Eq. (3.5))
Ẽn̂ =

N
X

Eθ̂i ,

(4.2)

i=0

with θ̂i one of N +1 = 4 specified directions, (3.4), and each Eθ̂i calculated via the
oriented energy filtering, (4.1). In the present implementation, 27 different spacetime orientations, as specified by n̂, are made explicit, corresponding to static (no
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motion/orientation orthogonal to the image plane), slow (half pixel/frame movement), medium (one pixel/frame movement) and fast (two pixel/frame movement) motion in the directions leftward, rightward, upward, downward and diagonal, and flicker/infinite vertical and horizontal motion (orientation orthogonal
to the temporal axis); although, due to the relatively broad tuning of the filters employed, responses arise to a range of orientations about the peak tunings.
Here, a wide range of spacetime orientations were considered in order to support
granular distinctions between the various spacetime textures.
Finally, the energy measures are normalized by the sum of consort planar
energy responses at each point (cf. Eq. (3.6)),
Ên̂i =

Ẽn̂i
M
P

,

(4.3)

Ẽn̂j + 

j=1

where M = 27 denotes the number of spacetime orientations considered and  is
the scalar constant noise floor. Empirically,  has been set to ∼1% of the maximum expected response. As applied to the 27 oriented, appearance marginalized
energy measurements, (4.2), Eq. (4.3) produces a corresponding set of 27 normalized, marginalized oriented energy measurements. To this set an additional
measurement is included that explicitly captures lack of structure via normalized

78

 (cf. Eq. (3.7)),
Ê =


M
P

,

(4.4)

Ẽn̂j + 

j=1

to yield a 28 dimensional feature vector per spacetime texture.

4.2.3

Recognition: Spacetime orientation distribution similarity

An ensemble of normalized energy measurements, {Ên̂i } ∪ Ê , is taken as a distribution with spatiotemporal orientation, n̂i , as variable. (In practice, these
measurements are maintained as histograms.) Given the spacetime oriented energy distributions of an input query and database with entries represented in like
fashion, the final step of the approach is recognition. In general, to compare two
distributions, denoted x and y, there are several standard similarity measures
in the literature that can be used (Rubner et al., 2001). In evaluation, the following measures were considered. (Individual entries in the employed histogram
representation of the distributions are specified via subscripting, e.g., xi , and
summations are taken across all bins.)
Minkowski-Form distance (Duda et al., 2001):
dLp (x, y) =

X

p

|xi − yi |

1/p
, where p = 1, 2

(4.5)

i

Bhattacharyya coefficient (similarity on the unit hyper-sphere) (Bhattacharyya,
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1943):
sB (x, y) =

X√

xi y i

(4.6)

i

Earth Mover’s Distance (EMD) (Rubner et al., 2000):
dEM D (x, y) =

XX
i

ci,j fi,j

(4.7)

j

where fi,j , is the set of flows that minimizes the overall distance, (4.7), subject
to the following set of constraints,
X
i

fi,j = yj ,

X

fi,j = xi , and fi,j ≥ 0.

(4.8)

j

To complete the definition of the EMD, the ground distance, ci,j , between histogram bins must be defined. In the empirical evaluation, L1 (Manhattan) and
L2 (Euclidean) distances, (4.5), were applied to the spacetime orientation space
with Ê considered a unit distance from each spacetime orientation bin. The flow
values, fi,j , are determined by solving a linear programming problem.
Finally, for any given distance measure, a method must be defined to determine the classification of a given texture sample relative to the database entries.
In order to make the results between the proposed approach and the various
recognition results reported elsewhere (Woolfe & Fitzgibbon, 2006) comparable,
the same Nearest-Neighbour (NN) classifier (Duda et al., 2001) was used in the
experiments to be presented. The NN classifier seeks the closest model to the

80

Algorithm 2: Spacetime texture recognition.
Input: Q: Query spacetime texture, D: Database containing labeled spacetime textures
Output: c: Classification label
Step 1: Compute spacetime oriented energy representation (Sec. 4.2.2)
1. Initialize 3D G3 steerable basis.
2. Compute normalized spacetime oriented energies for Q and D, Eq. (4.1) - (4.4).
Step 2: Recognition (Sec. 4.2.3)
3. Compute nearest-neighbour of Q in D using a similarity measure, Eq. (4.5) - (4.7).
4. Assign label of nearest-neighbour in D to c.

input in a database based on the chosen similarity measure and declares the
input as belonging to the associated class of the closest model. Although not
state-of-the-art, the NN classifier has been shown to yield competitive results
relative to the state-of-the-art Support Vector Machine (SVM) classifier (Vapnik,
1995) for dynamic texture classification (Chan & Vasconcelos, 2007) and thus
provides a useful lower-bound on performance. Another motivation for the classifier choice is the desire to evaluate the utility of the proposed representational
substrate without confounding performance with classifier sophistication. With
the performance of the representation understood one can then turn attention to
optimizing recognition performance via choice of classifier (e.g., SVM).
To recapitulate, the proposed approach to spacetime texture recognition is
given in algorithmic terms in Algorithm 2 and illustrated in Fig. 4.4.
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input video

Distributed Spacetime
Orientation Decomposition
histogram

response

input model

...
spacetime orientation

=

nearest match
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models of “wavy fluid”
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Figure 4.4: Overview of spacetime texture classification approach. A novel input video is classified by forming its histogram of spacetime oriented energies,
indicative of the relative presence of a given set of spacetime orientations in the
pattern (while being independent of spatial appearance), and followed by nearest
neighbour classification. The class of the input video is defined as the associated
class of the nearest model in the database (in the sense of the chosen similarity
measure).
82

4.3

Empirical evaluation

4.3.1

Data sets

The performance of the proposed approach to spacetime texture recognition is
evaluated on three data sets capturing various subsets of spacetime textures.
The first is a standard data set that captures the subset of spacetime textures
commonly referred to as dynamic texture (i.e., heterogeneous spacetime oriented
patterns). The second is a new data set that captures a diverse set of spacetime textures containing both motion and non-motion related dynamic patterns,
including dynamic textures. The final data set contains a set of automobile traffic videos depicting various traffic congestion scenarios (i.e., dominant oriented
patterns), which is used to illustrate a particular practical application.

4.3.1.1

UCLA dynamic texture data set

For the purpose of evaluating the proposed approach on the subset of spacetime
texture commonly referred to as dynamic textures, recognition performance was
tested on the standard UCLA dynamic texture data set (Saisan et al., 2001). The
data set is comprised of 50 dynamic texture scenes, including, boiling water, fire,
fountains, rippling water and windblown vegetation. Each scene is given in terms
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Figure 4.5: Sample frames from the UCLA dynamic texture data set. (left-toright, top-to-bottom) Candle, fire, rising smoke, boiling water, fountain, spurting
spray style fountain, waterfall and the remaining samples depict a variety of
windblown vegetation examples.
of four greyscale image sequences; for each scene, all four example sequences are
captured with the same viewing parameters (e.g., identical viewpoint). In total
there are 200 sequences. Each sequence consists of 75 frames of size 110 × 160.
Figure 4.5 shows sample frames from the data set.
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Basic-level

Multi-level

unconstrained (16)

N/A
flicker (45)
aperture problem (32)
single oriented (229)
non-single oriented (64)

underconstrained (77)
dominant (293)
multi-dominant (85)

N/A

heterogeneous and isotropic (139)

wavy fluid (35)
stochastic (104)

Table 4.1: YUVL spacetime texture data set summary. The number of samples
per category are given in parentheses. N/A denotes not applicable.
4.3.1.2

York University Vision Lab (YUVL) spacetime texture data
set

For the purpose of evaluating the proposed approach on spacetime textures, a
new data set3 was collected for each of the categories of spacetime texture described in Sec. 4.2.1 and illustrated in Fig. 4.3 (or equivalently in Fig. 2.1).
The data set contains a total of 610 spacetime texture samples. The videos
were obtained from various sources, including a Canon HF10 camcorder and
the “BBC Motion Gallery” (www.bbcmotiongallery.com) and “Getty Images”
(www.gettyimages.com) online video repositories; the videos vary widely in their
resolution and temporal extents. Owing to the diversity within and across the
video sources, the videos generally contain significant differences in scene appear3

Available at: www.cse.yorku.ca/vision/spacetime-texture
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ance, scale, illumination conditions and camera viewpoint. Also, in the context of
the more stochastic phenomena, variations in the underlying physical processes
ensure large intra-class variations.
The data set is partitioned in two ways: (i) basic-level and (ii) subordinatelevel, by analogy to terminology for capturing the hierarchical nature of human
categorical perception (Rosch & Mervis, 1975). The basic-level partition, summarized in Table 4.1 (left column), is based on the number of spacetime orientations present in a given pattern; for a detailed description of these categories,
see Chapter 2. For the multi-dominant category, samples were limited to two
superimposed structures (e.g., rain over a stationary background).
To demonstrate the proposed approach’s ability to make finer categorical
distinctions, several of the basic-level categories were further partitioned into
subordinate-levels. This partition, summarized in Table 4.1 (right column), is
based on the particular spacetime orientations present in a given pattern. Beyond
the basic-level categorization of an unconstrained oriented pattern (i.e., unstructured), no further subdivision is possible. Underconstrained cases arise naturally
as the aperture problem and pure temporal variation (i.e., flicker). Dominant
oriented patterns can be distinguished by whether there is a single orientation
that describes a pattern (e.g., motion) or a narrow range of spacetime orienta-
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tions distributed about a given orientation (e.g., “nowhere-static” and “optical
snow”). Note that further distinctions can be made based, for example, on the
velocity of motion (e.g., stationary vs. rightward motion vs. leftward motion). In
the case of multi-dominant oriented patterns, the choice of restricting patterns
to two components to populate the database precludes further meaningful parsing. The heterogeneous and isotropic basic category was partitioned into wavy
fluid and those more generally stochastic in nature. Note that further parsing
within the heterogeneous and isotropic basic-level category is possible akin to
the semantic categorization experiment based on the UCLA dynamic textures
data set discussed later (see Section 4.3.2.3). Since this more granular partition
is considered in detail elsewhere (i.e., the UCLA data set), in the YUVL data
set only a two-way subdivision of the heterogeneous and isotropic basic-level is
considered.
Figure 4.6 illustrates the overall organization of the YUVL spacetime texture
data set in terms of the basic- and subordinate-level categories. Further, Figs.
4.7 and 4.8 show sample image frames corresponding to the examples given in
Fig. 4.6.
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Figure 4.6: Organization of the YUVL spacetime texture data set. A sample
frame is provided for each basic- and subordinate-level category; see Figs. 4.7
and 4.8 for the corresponding image sequences of the various spacetime texture
examples.
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Basic-Level

Subordinate-Level

unconstrained
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single
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Figure 4.7: Example image sequences from the YUVL spacetime texture data
set. Each row contains an image sequence labeled with its basic-level (left) and
subordinate-level (right) category. (top-to-bottom) clear sky, lightning, emergency light, stationary wooden fence, stationary striped pillow, suburban flyover,
waterfall, marathon running and rising bubbles.
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Figure 4.8: Example image sequences from the YUVL spacetime texture data
set. Each row contains an image sequence labeled with its basic-level (left) and
subordinate-level (right) category. (top-to-bottom) snow over stationary backdrop, rising smoke over stationary backdrop, wavy ocean, moonlit wavy ocean,
cheering crowd of people and television noise.
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Figure 4.9: Example frames from the UCSD traffic video data set. The sample
frames depict various traffic congestion conditions, coarsely categorized as light
(top row), medium (middle row) and heavy traffic (bottom row).
4.3.1.3

UCSD traffic data set

Most extant approaches to classifying vehicular traffic sequences use a combination of segmentation and tracking, e.g., (Cucchiara et al., 2000; Jung et al., 2001).
Problems associated with these approaches include, (i) segmentation issues due
to varying environmental conditions (e.g., lighting, such as shadows, overcast,
glare and night), occlusions and low-resolution imagery, and (ii) tracking issues
related to correspondence problems and occlusions. Alternatively, several methods have used statistics of computed optic flow (Yu et al., 2002; Li & Porikli,
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traffic condition
description
light
traffic around the speed limit
medium
reduced speed
heavy
slow or stop and go speeds

number of videos
165
45
44

Table 4.2: UCSD traffic data set summary.
2004). Extracting reliable measurements of flow is difficult in traffic scenarios
due to environmental conditions. Recently, (Chan & Vasconcelos, 2005a; Chan
& Vasconcelos, 2005b) proposed that traffic flow could be treated directly as dynamic textures, thus forgoing the problems associated with the cited approaches.
In the terminology established in this dissertation, traffic induced patterns are
described as dominant oriented.
The UCSD traffic video data set4 (Chan & Vasconcelos, 2005a; Chan & Vasconcelos, 2005b) consists of video sequences of daytime highway traffic, totalling
20 minutes of video footage. The videos contain a variety of traffic congestion
patterns and weather conditions (e.g., raining, overcast and sunny). Each video
has a resolution of 320 × 240 pixels with 42 to 52 frames captured at 10 frames
per second. The data set provides representative video patches for training and
testing, which were created by reducing the video resolution by a factor of four,
and manually selecting a 48 × 48 window over the area with the “most activity”.
4

Available at: www.svcl.ucsd.edu/projects/traffic
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Figure 4.10: Viewpoint specific recognition results based on the UCLA data set.
EMD L1,2 , L1,2 and Bhattacharyya correspond to the results of the proposed
approach with respective distance measures. Chance refers to performance based
on random guessing. The previous state-of-the-art result is denoted by Martin
as reported in (Saisan et al., 2001); this result is based on a NN classifier, SVM
classifier-based results, as reported in (Chan & Vasconcelos, 2007), are slightly
higher. The reported result in (Saisan et al., 2001) does not provide matching
beyond top 1.
Also, hand-labeled ground truth is provided that describes the amount of traffic
congestion in each sequence. In total there are 254 video sequences, grouped into
three classes of traffic congestion, light, medium and heavy; see Table 4.2 for
summary. Example frames from the data set are shown in Fig. 4.9.

4.3.2
4.3.2.1

Dynamic texture classification with the UCLA data set
Viewpoint specific classification

The first experiment largely followed the standard protocol set forth in conjunction with the original investigation of the UCLA data set (Saisan et al.,
2001). The only difference is that unlike (Saisan et al., 2001), where careful
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manual (spatial) cropping was necessary to reduce computational load in processing, such issues are not a concern in the proposed approach and thus cropping was avoided altogether. (Note that the actual windows used in the original
experiments (Saisan et al., 2001) were not reported other than to say that they
were selected to, “include key statistical and dynamic features”.) As in (Saisan
et al., 2001), a leave-one-out classification procedure (Theodoridis & Koutroumbas, 2006) was used, where a correct classification for a given dynamic texture
sequence was defined as having one of the three other dynamic texture sequences
of its scene as its nearest-neighbour. Thus, the recognition that is tested is viewpoint specific in that the correct answer arises as a match between two acquired
sequences of the same scene from the same view.
Results are presented in Fig. 4.10. The highest recognition rate achieved
using the proposed spatiotemporal oriented energy approach to representing dynamic texture was 81% with the L2 and Bhattacharyya measures. Considering
the closest five matches, classification improved to 92.5%. Although, below the
state-of-the-art NN benchmark of 89.5% using cropped input imagery (Saisan
et al., 2001) (and higher rate reported using a SVM classifier, 97.5% (Chan
& Vasconcelos, 2007), again with cropped input), the current results are competitive given that the benchmark setting AR-LDS approaches are based on a
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joint photometric-dynamic model, with the photometric portion playing a pivotal role (Chan & Vasconcelos, 2005b; Woolfe & Fitzgibbon, 2006)5 ; whereas, the
proposed approach focuses strictly on pattern dynamics due to the spatial appearance marginalization step in the construction of the representation, (4.2). In
subsequent experiments, it will be shown that there are distinct advantages to eschewing the purely spatial appearance attributes as one moves beyond viewpoint
specific recognition.

4.3.2.2

Shift-invariant classification

To remove the effect of identical viewpoint, and thus the appearance bias in the
data set, it was proposed in (Woolfe & Fitzgibbon, 2006) that each sequence in
the data set be cropped into non-overlapping pairs, with subsequent comparisons
only performed between different crop locations. Recognition rates under this
evaluation protocol showed dramatic reduction in the state-of-the-art LDS-based
approaches from approximately 90% to 15% (Woolfe & Fitzgibbon, 2006); chance
performance was ∼1%. Further, introduction of several novel distance measures
5

Given that the image sequences of each scene in the UCLA database were captured from
the exact same viewpoint and that the scenes are visually distinctive based on image stills alone,
it has been conjectured that much of the early reported recognition performance was driven
mainly by spatial appearance (Chan & Vasconcelos, 2005b). Subsequently, this conjecture was
supported by showing that using the mean frame of each sequence in combination with a NN
classifier yielded a 60% classification rate (Woolfe & Fitzgibbon, 2006).
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Figure 4.11: Shift-invariant recognition results based on the UCLA data set.
EMD L1,2 , L1,2 and Bhattacharyya correspond to the results of the proposed
approach with respective distance measures. Chance refers to performance based
on random guessing. Martin, cepstral univariate, Chernoff and KL divergence
results are taken from (Woolfe & Fitzgibbon, 2006). The reported results in
(Woolfe & Fitzgibbon, 2006) do not provide results for matching beyond top 1.
yielded slightly improved recognition rates of ∼20% (Woolfe & Fitzgibbon, 2006).
Restricting comparisons between non-overlapping portions of the original image sequence data tests shift-invariant recognition in that the “view” between
instances is spatially shifted. As a practical point, shift-invariant recognition
arguably is of more importance than viewpoint specific, as real-world imaging
scenarios are unlikely to capture a scene from exactly the same view across two
different acquisitions.
The second experiment reported here closely follows previous shift-invariant
experiments using the UCLA data set, as described above (Woolfe & Fitzgibbon,
2006). Each sequence was spatially partitioned into left and right halves (win-
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dow pairs), with a few exceptions. (In contrast, (Woolfe & Fitzgibbon, 2006)
manually cropped sequences into 48 × 48 subsequences; again, the location of the
crop windows were not reported.) The exceptions arise as several of the imaged
dynamic textures are not spatially stationary; therefore, the cropping regimen
described above would result in left and right views of different dynamic textures
for these cases. For instance, in several of the fire and candle samples, one view
would capture a static background, while the other would capture the flame.
Previous shift-invariant experiments elected to neglect these cases, resulting in
a total of 39 scenes (Woolfe & Fitzgibbon, 2006). In the present evaluation, all
cases in the data set were retained with special manual cropping introduced to
the non-stationary cases to include their key dynamic features; see Appendix E
for the documentation of these special crop windows. (In experimentation, it
was found that dropping these special cases entirely had negligible impact on the
overall result.)
Overall, the current experimental design yielded a total of 400 sequences, as
each of the original 200 sequences were divided into two non-overlapping portions
(views). Comparisons were performed only between non-overlapping views. A
correct detection for a given dynamic texture sequence was defined as having one
of the four dynamic texture sequences from the other views of its scene as its
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nearest-neighbour.
The results for the second experiment are presented in Fig. 4.11. In this scenario the proposed approach achieved a 42.3% classification rate, significantly
outperforming the best result of 20% reported in (Woolfe & Fitzgibbon, 2006).
Considering the closest five matches, classification improved to ∼60%. This
strong performance owes to the proposed spatiotemporal oriented energy representation’s ability to capture dynamic properties of visual spacetime without
being tied to the specifics of spatial appearance. Figures 4.12 and 4.13 provide
several successful classification examples.
Interestingly, close inspection of the results shows that many of the misclassifications for the proposed approach arise between different scenes of semantically
the same material, especially from the perspective of visual dynamics. Figure
4.14 shows several illustrative cases. For example, the most common “confusion”
arises from strong matches between two different scenes of fluttering vegetation.
Indeed, vegetation dominates the data set and consequently has a great impact
on the overall classification rate.
Finally, recall that the results in (Woolfe & Fitzgibbon, 2006) used carefully
chosen windows of spatial size 48 × 48; whereas, the results reported here for the
proposed approach are based on simply splitting the full size dynamic textures

98

in half. To control against the impact of additional spatiotemporal support, the
proposed approach was also evaluated on cropped windows of similar size to
(Woolfe & Fitzgibbon, 2006). This manipulation was found to have negligible
impact on the recognition results.
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(a) fire

(b) smoke

(c) boiling-b-near

Figure 4.12: Example correct classifications for shift-invariant dynamic texture
categorization. In each subfigure, the first row shows several frames from an
input sequence and the second row shows the corresponding nearest match in
the database. The text below each figure, indicating the dynamic texture scene,
refers to the filename prefix used in the UCLA data set.
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(a) plant-d-near

(b) sea-a-mid

(c) wfalls-d-near

Figure 4.13: Example correct classifications for shift-invariant dynamic texture
categorization. In each subfigure, the first row shows several frames from an
input sequence and the second row shows the corresponding nearest match in
the database. The text below each figure, indicating the dynamic texture scene,
refers to the filename prefix used in the UCLA data set.
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input

nearest match

plant-m-mid

plant-n-mid

sea-e-near

sea-a-mid

candle

fire

wfalls-b-near

wfalls-c-near

Figure 4.14: Examples of several misclassifications from the shift-invariant recognition experiment. From a semantic perspective, the inputs and their respective
nearest match are equivalent. The text below each figure, indicating the dynamic
texture scene, refers to the filename prefix used in the UCLA data set.
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category

filename prefix

description

flames
fountain
smoke
water turbulence
water waves
waterfalls
windblown vegetation

candle, fire
fountain-c
smoke
boiling, water
sea
fountain-{a,b}, wfalls
flower, plant

flames
spurting spray style fountain
smoke
turbulent water dynamics
wave dynamics
water flowing down surfaces
fluttering vegetation

number
of videos
16
8
8
40
24
64
240

Table 4.3: Summary of semantic reorganization of UCLA dynamic texture data
set. “filename prefix” refers to the filename prefix of the original scenes in the
UCLA data set.
4.3.2.3

Semantic category classification

Examining the UCLA data set, one finds that many of the scenes (50 in total)
are capturing semantically equivalent categories. As examples, different scenes
of fluttering vegetation share fundamental dynamic texture similarities, as do
different scenes of water waves vs. fire, etc; indeed, these similarities are readily
apparent during visual inspection of the data set as well as the shift-invariant confusions shown in Fig. 4.14. In contrast, the usual experimental use of the UCLA
data set relies on distinctions made on the basis of particular scenes, emphasizing
their spatial appearance attributes (e.g., flower-c vs. plant-c vs. plant-s) and the
video capture viewpoint (i.e., near, medium and far). This parceling of the data
set overlooks the fact that there are fundamental similarities between different
scenes and views of the same semantic category.
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2

1

34

6

water waves

1

water turbulence

smoke

fountain

windblown vegetation

flames (total 16) 12
fountain (8)
smoke (8) 2
water turbulence (40)
water waves (24)
waterfall (64)
windblown vegetation (240) 3

waterfall

Actual

flames

Classified

8
6
24
1

2
2

51

11
234

Table 4.4: Dynamic texture confusion matrix. Confusion matrix for seven semantic categories of dynamic texture. Results are based on the Bhattacharyya
similarity measure.
In response to the observations above, the final reported experiment reorganizes the UCLA data set into the seven semantic categories (reorganization done
by author) summarized in Table 4.3. Although alternative categorical organizations might be considered, the present one is reasonably consistent with the
semantics of the depicted patterns. Evaluation on this data set was conducted
using the same procedure outlined for the shift-invariant experiment to yield
semantic category recognition.
The semantic category recognition results based on the closest match are
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shown as a confusion table in Table 4.4. The overall classification rate in this
scenario is 92.3%. As with the previous experiment, inspection of the confusions
reveals that they typically are consistent with their apparent dynamic similarities
(e.g., waterfall and turbulence confusions, smoke and flames confusions). These
results provide strong evidence that the proposed approach is extracting information relevant for delineating dynamic textures along semantically meaningful
lines; moreover, that such distinctions can be made based on dynamic information
without inclusion of spatial appearance.
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dominant

underconstrained

76
1 278
2
6
1
3

heterogeneous and isotropic

unconstrained (total 16) 16
underconstrained (77)
dominant (293)
multi-dominant (85)
heterogeneous and isotropic (139)

multi-dominant

Actual

unconstrained

Classified

1
5
71
3

9
6
132

Table 4.5: Spacetime texture confusion matrix. Confusion matrix for the five
basic-level categories of spacetime texture. Results are based on the Bhattacharyya coefficient measure.
4.3.3
4.3.3.1

Spacetime texture classification with the YUVL data set
Basic-level classification

As with the previous evaluation on dynamic texture classification performance,
the same leave-one-out classification procedure was used to evaluate the performance of the proposed spacetime texture recognition approach using the YUVL
spacetime texture data set. Overall results are presented in Fig. 4.15 (a). The
highest recognition rate achieved using the proposed spacetime oriented energy
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approach was 94% with the L1 , L2 and Bhattacharyya similarity measures. In the
remainder of this section, discussion will be limited to results based on the Bhattacharyya coefficient measure; results based on the alternative distance measures
are generally slightly lower. Considering the closest three matches, classification
improved to 98.9%. Class-by-class results are presented in Fig. 4.15 (b) and Table
4.5. In the case of the class-by-class results, nearest-neighbour recognition rates
ranged between 83.5% to 100%. Considering the closest three matches, recognition rates improved, ranging between 96.5% to 100%. Figures 4.16 and 4.17
provide an example correct classification for each basic-level category.
Figure 4.18 provides several representative examples of common misclassifications. In Fig. 4.18 (a), the corn field was classified as underconstrained, rather
than dominant oriented, as labeled in the ground truth. From the figure it is clear
that the rows of corn form a nearly vertical spatial pattern (similar to the wooden
fence in the nearest match) and thus could also be considered an instance of the
aperture problem (underconstrained). In Fig. 4.18 (b), the scene of the people
walking down the street was classified as heterogeneous oriented, rather than
dominant oriented, as labeled. In the input, although there is a small amount of
vertical motion downward due to the walking motion, there is also a significant
component of bobbing which is reminiscent of the nearest match. Both Fig. 4.18
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(a) and (b) highlight the often ambiguous nature of providing ground truth class
labels. In Fig. 4.18 (c), the scene consisting of falling leaves with a stationary
backdrop was classified as dominant oriented rather than multi-oriented, as labeled. In this example, the orientation of the nearest sample matched one of the
orientation components of the misclassified input. In this case, one of the orientation components of the multi-oriented sequence may lie beyond the resolution
(scale) of the filters used; recall that the current analysis is restricted to a single
spatiotemporal scale. Such confusions may be addressed via the use of multiple
scales of analysis, which is an interesting direction for future research.
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Figure 4.15: Spacetime texture basic-level recognition results. (a) Overall basiclevel category results. Results correspond to the proposed representational approach under various distance measures. (b) Class-by-class basic-level category
results. Results for (b) correspond to the proposed representational approach
under the Bhattacharyya measure.
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(a) unconstrained

(b) underconstrained

(c) dominant orientation

Figure 4.16: Example correct classifications for basic-level categorization. In
each subfigure, the first row shows several frames from an input sequence and the
second row shows the corresponding nearest match in the database. (a) Night sky
matched to clear day sky. (b) Stationary striped pillow matched to a stationary
car grille. (c) Camera panning down building matched to camera panning down
cityscape.
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(a) multi-dominant orientation

(b) heterogeneous orientation and isotropic structure

Figure 4.17: Example correct classifications for basic-level categorization. In
each subfigure, the first row shows several frames from an input sequence and the
second row shows the corresponding nearest match in the database. (a) Heavy
snow over city backdrop matched to heavy snow over Kremlin. (b) Silhouette of
cheering crowd matched to cheering crowd.
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(a) dominant oriented misclassified as underconstrained

(b) dominant oriented misclassified as heterogeneous oriented

(c) multi-oriented misclassified as dominant oriented

Figure 4.18: Example misclassifications for basic-level categorization. In each
subfigure, the first row shows several frames from an input sequence and the second row shows the corresponding nearest match in the database. (a) Stationary
view of corn field matched to stationary view of wooden fence. (b) Pedestrians
walking down the street matched to crowd jogging in place. (c) Leaves falling
over stationary park backdrop matched to stationary cityscape.
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4.3.3.2

Subordinate-level classification

The previous experiment demonstrated strong recognition performance in the
context of fairly broad structural categories. This experiment considered finer
categorical distinctions using the subordinate-level partition of the YUVL spacetime texture data set. Evaluation on this data (including the unpartitioned
categories of “unconstrained” and “multi-dominant”) was conducted using the
same leave-one-out procedure outlined for the basic-level experiment above. The
subordinate-level recognition results are shown in Fig. 4.19. Considering only
the first nearest-neighbour, class-by-class results ranged between 81.3% to 100%.
Considering the closest three matches, recognition rates improved, ranging between 95.3% to 100%. Figures 4.20 to 4.22 provide an example correct classification for each subordinate-level category.
Figure 4.23 provides two representative examples of common misclassifications. In Fig. 4.23 (a), both patterns contain roughly the same dominant orientation (same velocity) corresponding to upward motion yet the rising bubbles
contain additional deviations. Two possible sources for this misclassification are:
(i) the orientation deviations in the rising bubbles sequence are beyond the resolution of the current instantiation of the representation and (ii) the orientation
deviations in the bubble sequence are significant, yet the data set does not con-
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Figure 4.19: Spacetime texture subordinate-level recognition results. Class-byclass subordinate-level category results. Results correspond to the proposed representational approach under the Bhattacharyya measure.
tain a single-oriented pattern that matches closely with the input (i.e., has the
same dominant image velocity component). In Fig. 4.23 (b), the traffic scene
was classified as non-single oriented, rather than single oriented, as labeled. One
could argue that the traffic scene should also have been labeled as non-single
oriented in the ground truth. More generally, most of the misclassifications are
of this type (i.e., correspond to matches to “neighbouring” categories). Again,
this demonstrates the ambiguous nature of the ground truth labeling task.
Taken together with the results from the broad-level category experiment,
the results provide strong evidence that the proposed approach is extracting
relevant structural dynamic information to delineate the spectrum of spacetime
textures. In particular, the approach is able to represent and recognize patterns
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encompassing those that traditionally have been treated separately (e.g., motion,
dynamic texture, as well as other image dynamics) when considered as aggregate
measurements over a region.
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(a) aperture problem

(b) flicker

Figure 4.20: Example correct classifications for subordinate-level categorization.
In each subfigure, the first row shows several frames from an input sequence
and the second row shows the corresponding nearest match in the database.
(a) Stationary picket fence matched to stationary striped wall. (b) Flashing
emergency light matched to stationary scene lit by lightning.
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(a) single oriented

(b) non-single oriented

Figure 4.21: Example correct classifications for subordinate-level categorization.
In each subfigure, the first row shows several frames from an input sequence and
the second row shows the corresponding nearest match in the database. (a) Text
scrolling upward matched to camera panning down park scene. (b) People riding
bicycles matched to crowd walking.
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(a) wavy fluid

(b) stochastic

Figure 4.22: Example correct classifications for subordinate-level categorization.
In each subfigure, the first row shows several frames from an input sequence and
the second row shows the corresponding nearest match in the database. (a) Wavy
ocean matched to wavy fluid. (b) Busy trading floor matched to a commotion of
people.
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(a) single oriented misclassified as non-single oriented

(b) single oriented misclassified as non-single oriented

Figure 4.23: Example misclassifications for subordinate-level categorization. In
each subfigure, the first row shows several frames from an input sequence and the
second row shows the corresponding nearest match in the database. (a) Suburb
flyover matched to rising bubbles. (b) Car traffic moving downward matched to
marathon moving downward.
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Actual

light (total 165)
medium (45)
heavy (44)

light
163
1
1

Classified
medium heavy
1
1
40
4
4
39

Table 4.6: Traffic congestion confusion matrix. Cumulative confusion matrix
for traffic congestion classification for all four testing trials using the proposed
approach. Results are based on the Bhattacharyya distance measure.
4.3.4

Traffic congestion classification with the UCSD data set

Reported traffic congestion classification results in (Chan & Vasconcelos, 2005a;
Chan & Vasconcelos, 2005b) are based on the average classification rate taken
over four trial runs. Each trial consisted of splitting the data differently with
75% of the video samples reserved for training and 25% for testing. The training
and test data splits for each trial are provided with the data set. The empirical
results described next are based on the aforementioned testing protocol.
The proposed approach based on the Bhattacharyya measure has an overall
classification rate of 95.28% versus the best classifier reported in (Chan & Vasconcelos, 2005a; Chan & Vasconcelos, 2005b) that has an overall classification rate
of 94.5%. Table 4.6 provides the cumulative confusion matrix for all four testing
trials using the proposed approach. Figure 4.24 shows a correct classification
result for each of the three traffic congestion conditions.
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As shown in Table 4.6, the majority of misclassifications (ten cases in total) occur between neighbouring classes (i.e., light vs. medium and medium vs.
heavy). Such matches are reasonable, given the indeterminate nature of category boundaries and the corresponding ambiguities of generating ground truth,
as previously encountered in Section 4.3.3. Figure 4.25 (a) shows an example
of this ambiguity where the input depicting heavy traffic is matched closest to
an instance of medium traffic. The remaining two misclassifications are related
to confusions between light and heavy traffic (i.e., non-neighbouring classes). In
both instances, the light traffic sequences largely depict the background (i.e., few
cars are present), while the matched heavy traffic sequences depict cars that are
virtually at a standstill (see Fig. 4.25 (b) for an example). From the viewpoint
of dynamics, both scenes are similar and thus the matches are reasonable.
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(a) light congestion

(b) medium congestion

(c) heavy congestion

Figure 4.24: Example correct classifications for traffic congestion categorization.
In each subfigure, the first row shows several frames from an input sequence and
the second row shows the corresponding nearest match in the database.
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(a) heavy congestion misclassified as medium

(b) heavy congestion misclassified as light

Figure 4.25: Example misclassifications for traffic congestion categorization. In
each subfigure, the first row shows several frames from an input sequence and the
second row shows the corresponding nearest match in the database.
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4.3.5

Recapitulation

This section has provided several sets of evaluations of classification performance
of the proposed approach on a wide range of spacetime textures. The first set of
evaluations focused on the narrow set of patterns that have been of primary concern in the literature, namely, dynamic textures. It was concluded that the proposed approach significantly outperforms extant approaches once controls were
introduced in the standard evaluation to remove the effect of identical viewpoint.
Further, the standard data set was reorganized in terms of semantically meaningful dynamic categories. The results in this context provide compelling evidence
that the proposed approach is indeed extracting dynamic information relevant
for delineating dynamic textures along semantically meaningful lines of inquiry.
The second set of experiments considered the broader set of spacetime textures
that encompass both motion and non-motion-related dynamic patterns. Typically these patterns have been treated non-uniformly on a case-by-case basis.
It was concluded that the proposed approach can make both broad structural
pattern distinctions (e.g., dominant vs. multi-dominant oriented), as well as finer
ones (e.g., wavy fluid vs. general stochastic cases). Finally, the proposed approach
was evaluated on the practical application of traffic congestion classification. This
last result demonstrated state-of-the-art performance of the proposed approach.
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Note that the same set of parameters for the proposed approach were used for
all evaluations. Significantly, these results collectively indicate that the representation of spacetime orientation information in a distributed manner as proposed
provides a powerful substrate for classifying a wide-range of dynamic patterns.

4.4

Discussion and summary

There are two main contributions in this chapter. First, the definition of texture
in the context of dynamics has been broadened to uniformly capture a wide range
of dynamic phenomena ranging from deterministic patterns such as motion to
more stochastic patterns typically associated with dynamic texture. The key
unifying principle is their underlying first-order spacetime correlation structure.
Second, although the application of spacetime oriented filters is well documented
in the literature for patterns readily characterized as single motion (Fahle &
Poggio, 1981; Adelson & Bergen, 1985; Watson & Ahumada, 1985; Heeger, 1988;
Simoncelli, 1993) and semi-transparent motion (Fleet, 1992; Simoncelli, 1993; Yu
et al., 1999; Beauchemin & Barron, 2000a), its application to analyzing more
complicated phenomena as manifest in dynamic texture patterns, where dominant
oriented structure can break down, has received no previous attention. Through
empirical evaluation it has been shown that this tack yields a strong approach
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to shift-invariant, basic/subordinate and semantic category-based recognition of
spacetime textures.
In this work, the dynamic portion of a given texture pattern has been factored
out from the purely spatial appearance portion for subsequent recognition. In
contrast, LDS-based recognition approaches generally have considered the spatial
appearance and dynamic components jointly, which appears to limit performance
in significant ways (e.g., weak performance on shift-invariant recognition relative
to the proposed approach). Further, the spatial appearance component of these
methods is based primarily on a Principal Components Analysis (PCA) that does
not represent the current state-of-the-art in spatial texture analysis, e.g., (Varma
& Zisserman, 2009). These observations motivate the future investigation of combining a state-of-the-art appearance-based scheme with the proposed approach
to recognizing pattern dynamics.
Although the proposed representation has been presented in terms of oriented
filters at a single spatiotemporal scale (i.e., radial frequency), it is an obvious
candidate for multi-scale treatment (Lindeberg, 1997). This extension may serve
to support finer categorical distinctions due to characteristic signatures manifesting across scale. Another possible direction of research concerns the use of
second- and higher-order structure measurements (e.g., curvature) and statistics
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in combination with more sophisticated distance measures and classifiers. Recall,
currently only first-order measurements of spacetime structure and the zerothorder moment (i.e., mean energy) are considered. These higher-order extensions
would allow for the approach to encompass further patterns of interest beyond
the scope of the current first-order analysis (e.g., parametric motion such as affine
motion and acceleration); nonetheless, it has been demonstrated that the current
approach based on first-order statistics has successfully captured a broad and
important set of dynamic patterns.
In summary, this chapter has presented a unified approach to representing and
recognizing spacetime textures based on the underlying pattern dynamics. The
approach is based on a distributed characterization of visual spacetime in terms
of 3D, (x, y, t), spatiotemporal orientation. Empirical evaluation on a variety of
challenging data sets, including quantitative comparisons with state-of-the-art
methods, demonstrates the strong potential of the proposed approach.
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Chapter 5
Spacetime Grouping and Local
Boundary Detection
That the problem (organization) is difficult to frame at
the functional level makes it no less important or interesting. In avoiding the problem, we have been, as the
story goes, looking for our keys where the light is.
ANDREW WITKIN and JAY TENENBAUM (On the
Role of Structure in Vision)

5.1
5.1.1

Introduction
Motivation

The grouping of coherent regions of dynamics and the detection of their boundaries in (temporal) image sequences have been and remain longstanding challenges
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in computer vision. Reasons for their continued interest include providing boundary conditions for any process that requires knowledge of the spacetime support
of coherent data for recovering reliable local estimates (e.g., optical flow), visual
tasks can benefit from the reduction in complexity achieved by such an initial
organization of the data (Zucker et al., 1975; Marr, 1982; Lowe, 1985; Grimson,
1991) and boundaries provide useful information about the 3D structure of the
imaged scene (Koenderink, 1984).
What facilitates such an organization? The answer lies in the fact that our surrounding environment is not arbitrary nor random, rather it is a very structured
place organized by the physical, biological, etc. forces in the world (Thompson,
1952). As a result, the apparent complexity in our visual world may be explained by a limited vocabulary of basic patterns combined in a vast number of
ways (Stevens, 1974; Pentland, 1986). It is this structure that facilitates reliable
inferences of our environment from raw image signals (Witkin & Tenenbaum,
1983; Jepson et al., 1996). In particular, the appearance of spatiotemporal coherence is so unlikely to arise by chance interaction of independent entities that
such regular structure, when observed, almost certainly represents some underlying unified cause (Witkin & Tenenbaum, 1983), i.e., unlikely to co-occur by
accident (Lowe, 1985). As such, they represent “semantic precursors” that de-
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serve and demand further explanation and elaboration (Witkin & Tenenbaum,
1983).
As discussed in Chapter 2, image motion, which forms the predominate focus
in the literature, represents a particular instance of the myriad spatiotemporal
patterns encountered in image sequences. Examples of non-motion-related patterns of significance include, unstructured (e.g., “blank wall”), flicker (i.e., pure
temporal intensity change), and dynamic texture (e.g., as typically associated
with stochastic phenomena, such as windblown vegetation and turbulent water).
These types of dynamic patterns have received far less attention than motion in
the literature.
The goal of the work described in this chapter is the development of unified
approaches to spatiotemporal grouping and local boundary detection that are
broadly applicable to the diverse phenomena encountered in the natural world,
including but not limited to motion. It is proposed that the choice of representation is key to meeting this challenge: If the representation cannot adequately
characterize and distinguish the patterns of interest, then no subsequent algorithm will make the appropriate delineations. As discussed in Chapter 2, local
spatiotemporal orientation is of fundamental descriptive power, as it captures
the structure of a broad and important set of dynamic patterns. Correspond-
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ingly, visual spacetime will be represented according to its local 3D, (x, y, t),
orientation structure, as captured by the proposed approach to representation
developed earlier in Chapter 3. With visual spacetime represented according to
its local orientation structure, distinct regions are defined as groups of (x, y, t)
pixels coalesced according to similarities of their orientation distributions, while
boundaries will be extracted via detection of spatiotemporal change in the local
orientation structure. Portions of the work described in this chapter appear in
(Derpanis & Wildes, 2009a; Derpanis & Wildes, 2009b).

5.1.2

Related work

In this chapter, two main lines of image sequence analysis are considered: spacetime grouping and local spacetime structure boundary detection. In this section,
representative strands of these lines of research are surveyed.

5.1.2.1

Spacetime grouping

Generic grouping entails associating together tokens that respect a given measure
of coherency. Spacetime grouping attempts to extract coherent regions in a video
sequence across both space and time. There are two key parts to any grouping
process: (i) the initial representation of the data and (ii) the actual grouping
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mechanism. For a survey on extant representations of dynamics, the reader is
referred to Section 3.1.2 of Chapter 3.
Spacetime grouping mechanisms can be classified into one of two basic computational paradigms (Megret & DeMenthon, 2002): sequential and multidimensional methods. Sequential approaches make distinctions between the spatial
and temporal dimensions which is reflected in their interleaving of spatial and
temporal grouping processes. These methods can further be subdivided into two
categories based on the priority given to the spatial and temporal grouping processes.
Approaches that give priority to spatial grouping rely on temporally extending
recovered spatial segments across time (i.e., temporal tracking). This class has
historically been by far the most studied, as it subsumes the wealth of work related
to single frame image and motion segmentation. This class includes methods
based on spatial grouping of optical flow (Fennema & Thompson, 1979; Wang &
Adelson, 1994), parametric motion model fittings (via sequential application of
dominant motion estimators, e.g., (Burt et al., 1991; Wang & Adelson, 1994; Irani
et al., 1994; Bober & Kittler, 1994; Duc et al., 1995; Darrell & Pentland, 1995;
Odobez & Bouthemy, 1995; Sawhney & Ayer, 1996; Black & Anandan, 1996)
and simultaneous fitting of mixture models, e.g., (Jepson & Black, 1993; Ayer
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& Sawhney, 1995; Weiss, 1997; Jojic & Frey, 2001; Cremers & Soatto, 2005),
colour/texture-based features (Deng & Manjunath, 1998; del Bimbo et al., 2000;
Deng & Manjunath, 2001) and stochastic models of dynamic textures (Doretto
et al., 2003b; Ghoreyshi & Vidal, 2006; Chan & Vasconcelos, 2008; Chan &
Vasconcelos, 2009).
Approaches that give priority to temporal grouping seek to cluster temporal
trajectories of discrete features according to the different scene motions these trajectories belong to. An early example of this approach was presented in (Allmen
& Dyer, 1991). Trajectories were mapped to high-dimensional feature vectors
based on local estimates of slope and curvature that were then grouped. Followup work largely incorporated a camera model into the modeling process and
recast the grouping problem of feature trajectories as seeking the underlying linear subspaces that comprise the data, e.g., (Torr & Zisserman, 1998; Costeira &
Kanade, 1998; Gear, 1998; Ichimura, 2000). A drawback among these approaches
is that they preclude grouping regions where trajectories cannot be extracted
(e.g., dynamic water) or trajectories are induced by non-rigid objects/surfaces
but nonetheless correspond to an underlying coherent process (e.g., fluttering
vegetation).
A general drawback with prioritizing grouping along spatial and temporal di-
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mensions, irrespective of the ordering of these processes, is that they are prone
to propagating errors across the grouping stages. Recently, attempts have been
made to process spatial and temporal information simultaneously, thus ignoring the question of prioritizing dimensions altogether. These multidimensional
approaches treat the image sequence and its extracted local attributes as a higherdimensional feature-space, where grouping is performed. Examples of these methods include, volume growing (Porikli & Wang, 2001), variational (Cremers &
Soatto, 2005; Brox et al., 2006), voting (Nicolescu & Medioni, 2003; Min &
Medioni, 2008), graph partitioning (Shi & Malik, 1998; Fowlkes et al., 2001), statistical parametric (Greenspan et al., 2004) and non-parametric, e.g., mean-shift
(DeMenthon, 2002; Wang et al., 2004).
Common to the cited approaches above is their neglect of the rich underlying local structure of the image data: Grouping is based on overly restrictive
measurements, e.g., optical flow and models of stochastic processes, or the rich
temporal information is ignored entirely, e.g., colour. In contrast, the proposed
approach to grouping leverages the more descriptive spatiotemporal orientation
structure of the data. For spacetime grouping, the multidimensional mean-shift
algorithm is employed; note that the emphasis in this work is on the choice of representation, rather than the particulars of the grouping scheme, other grouping
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schemes may be considered.

5.1.2.2

Spacetime structure boundary detection

Previous dynamic boundary detection methods can be categorized as either local
or global. Local methods restrict analysis to limited neighbourhoods around each
point. In contrast, global methods generally attempt to simultaneously estimate
a consistent flow field and its discontinuities across the image.
Early efforts focused on the local detection of motion discontinuities in dense
optical flow fields through the use of edge operators, e.g., (Nakayama & Loomis,
1974; Potter, 1977; Thompson et al., 1985). Closely related is work that used
changes in the sign/magnitude of the normal flow components to detect motion
boundaries (Marr & Ullman, 1981; Hildreth, 1984). Alternatively, regions exhibiting a high percentage of unmatched features on a frame-to-frame basis are
identified as motion boundaries (Mutch & Thompson, 1985). Other methods
have detected boundaries from the shape of the local template match surface,
e.g., (Anandan, 1984; Black & Anandan, 1990). Boundary detection also has
been performed using a detector over basis flows for simple events (e.g., motion
of occluding edge or bar) (Fleet et al., 1998). In follow-up work, motion discontinuity regions were captured using a non-linear generative model (Black &
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Fleet, 2000). Recently, hand-labeled motion boundaries have been used to train
discriminative classifiers (Apostoloff & Fitzgibbon, 2005; Stein & Hebert, 2009a).
Further, motion boundary detection has been based on analysis of patch-based
distributions of image features (e.g., intensity, colour, flow) (Spoerri & Ullman,
1987; Stein & Hebert, 2007). Perhaps most closely related to the approach proposed here are methods that detect motion boundaries from the structure of spatiotemporal brightness patterns as captured by local estimates of spatiotemporal
orientation (Feldman & Weinshall, 2008) or, more generally, oriented bandpass
filters (Niyogi, 1995; Wildes & Bergen, 2000). Also related are previous efforts using oriented energy measurements for boundary detection in 2D intensity images,
e.g., (Morrone & Owens, 1987; Freeman & Adelson, 1991).
Typically, the focus of global methods has been the recovery of regional flows,
with inter-region boundaries made explicit to various degrees (Heitz & Bouthemy,
1993; Cremers & Soatto, 2005). The particular formulations developed in these
cases are limited to motion boundary detection and not more generally applicable
to additional classes of spatiotemporal structure boundaries. Alternatively, global
methods have been developed that indicate regions of dynamic texture and their
boundaries, e.g., (Doretto et al., 2003b; Ghoreyshi & Vidal, 2006); however, it
does not appear that such methods are directly applicable to motion boundaries.
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Overall, similar to extant grouping approaches, it appears that no single previous method for spatiotemporal boundary detection is capable of capturing the
wide range of juxtaposed spacetime patterns encountered in the real-world. Furthermore, the emphasis of most previous work has been on the special case of
motion boundaries.

5.1.3

Contributions

In the light of previous research, the major contributions of the present work are
as follows. (i) The first unified approach to representing and segregating (i.e.,
grouping and detecting local boundaries) a wide range of juxtaposed spacetime
patterns (motion, static, flicker, (pseudo-)transparency, translucency, spacetime
texture, unstructured) is proposed. Previous analyses of spacetime patterns operate on a case-by-case basis, with image motion predominant. (ii) The representation developed in Chapter 3 provides a unified basis to representing and
delineating coherent spacetime regions of spacetime structure. The representation
converts dynamic structural differences to spatiotemporal contrast; correspondingly, standard grouping and simple contrast detection mechanisms (e.g., local
differential operators) can delineate regions and mark boundaries, respectively.
(iii) The approach’s ability to group and detect boundaries in terms of meaningful
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spatiotemporal structure is demonstrated both qualitatively and quantitatively
on a wide range of synthetic and challenging natural image sequences.

5.2

Technical approach

In this section, the proposed approach to spacetime representation and analysis
for grouping and local boundary detection is presented. At an abstract level, the
approach consists of initially exposing the spacetime oriented structure of the
input video using the representation proposed in Chapter 3. This is followed by
an adaptive spacetime smoothing step to suppress noise and enhance structural
boundaries. The analysis culminates in grouping coherent dynamics as captured
by the representation or identifying boundaries of significant spacetime structure
contrast. The major assumption exercised in the proposed grouping and boundary detection approaches is that of smoothness of spacetime structure surfaces
in a higher-dimensional attribute space for each region of coherent structure,
cf. (Nicolescu & Medioni, 2003). Invoking this assumption avoids the burden of
explicitly modeling the set of spatiotemporal structures that may be encountered.
The proposed approach to representation is motivated by the fact that such
an orientation-based decomposition captures significant, meaningful aspects of
temporal pattern variation, as discussed in Chapter 2. As examples: A signifi-
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cant response in a single component of the decomposition is indicative of motion;
significant responses in multiple components of the decomposition are indicative
of transparency-based superposition; more uniform, yet still significant responses
across the entire decomposition are indicative of dynamic texture (e.g., scintillation); lack of response in any component of the decomposition is indicative of unstructured regions (e.g., uniform intensity). Under this representation, coherency
of spacetime is defined in terms of consistent patterns across the decomposition,
while inconsistencies indicate spacetime structural boundaries. Figure 5.1 provides a simple illustration of this point. In the orientation decomposition, it is
seen that the foreground tree yields relatively large and small intensities in the
“static” and “rightward” components, respectively; whereas, the moving background yields the opposite behaviour. Therefore, coherency in the decomposition
corresponds to regions exhibiting coherent dynamics while spatiotemporal change
(i.e., contrast) in the decomposition is indicative of the boundary between the
tree and background.
It should be noted that the proposed approach delineates unstructured regions
from neighbouring structured ones. This is in contrast with standard variational
approaches that attempt to fill-in structure in regions where none is present, e.g.,
(Horn & Schunck, 1981). As argued in (Fleet, 1992; Shi & Malik, 1998), the

139

fabrication of structure in such cases may add little reliable information.
Integration of purely spatial cues, such as colour and texture (Martin et al.,
2004; Stein & Hebert, 2007), although of obvious benefit and a potential direction
for future research, is beyond the scope of the current effort.
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Figure 5.1: Oriented energy decomposition maps structural differences to intensity differences. (top) Input image sequence of a foreground tree tracked (stabilized) by a moving camera with background in relative motion. (top-middle) Oriented energy decomposition of input shows marked differences in intensity corresponding to dynamic pattern differences of foreground vs. background. (bottommiddle) Oriented energy decomposition anisotropically smoothed. (bottom-left)
Groupings indicated according to coherency within the anisotropically smoothed
energy decomposition. (bottom-right) Boundaries marked according to spatiotemporal contrast across the anisotropically smoothed energy decomposition;
here displayed with their corresponding saliency value.
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5.2.1

Representation: Distributed spacetime orientation

This section presents details of the particular instantiation of the representation
used for the segregation tasks. For the motivations of the various steps, the reader
is referred to the discussion of the general framework in Section 3.2.1 of Chapter
3.
The desired spacetime orientation decomposition is realized using a set of
broadly tuned 3D Gaussian second derivative filters (i.e., N = 2), G2θ̂ (x), and
their Hilbert transforms, H2θ̂ (x), with the unit vector θ̂ capturing the 3D direction
of the filter symmetry axis and x = (x, y, t) spacetime position. The local oriented
energy measurements are given as follows (cf. Eq. (3.1))
Eθ̂ (x) =

X

[G2θ̂ (x) ∗ I(x)]2 + [H2θ̂ (x) ∗ I(x)]2 ,

(5.1)

x∈Ω

where I(x) denotes the input video and ∗ convolution. The spacetime aggregation within the spacetime region Ω is implemented by lowpass filtering the


data using the nine-tap binomial filter, 1 8 28 56 70 56 28 8 1 /256,
in spacetime. In application to grouping and boundary detection, it is advantageous to use quadrature pair filtering, (5.1), so that the aggregation region can
be kept small to yield precise localization between juxtaposed regions.
Now, energy along a frequency domain plane with normal n̂ and spatial ori-
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entation discounted through marginalization, is given by summing across the set
of measurements, Eθ̂i , as (cf. Eq. (3.5))
Ẽn̂ (x) =

N
X

Eθ̂i (x),

(5.2)

i=0

with θ̂i one of N + 1 = 3 specified directions, (3.4), and each Eθ̂i calculated
via the oriented energy filtering, (5.1). In the present implementation, six different spacetime orientations are made explicit, corresponding to static (no motion/orientation orthogonal to the image plane), leftward, rightward, upward,
downward motion (one pixel/frame movement), and flicker/infinite motion (orientation orthogonal to the temporal axis); although, due to the broad tuning of
the filters employed, responses arise to a range of orientations about the peak
tunings.
Finally, the energy measures are normalized by the sum of consort planar
energy responses at each point (cf. Eq. (3.6)),
Ên̂i (x) =

Ẽn̂i (x)
M
P

,

(5.3)

Ẽn̂j (x) + 

j=1

where M = 6 denotes the number of spacetime orientations considered and 
is the scalar constant noise floor. Empirically,  has been set to ∼1% of the
maximum expected response.
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5.2.2

Anisotropic smoothing: Mean-shift

Prior to attempting to group segments (Section 5.2.3) or mark loci of significant
spatiotemporal boundaries (Section 5.2.4) in the oriented energy decomposition,
it is appropriate to smooth the derived representation to suppress noise. For
this purpose, an anisotropic smoothing is performed as it serves to attenuate
noise while enhancing structural boundaries. Also, anisotropic smoothing is especially helpful around segment boundaries where the initial filter outputs may
mix structural measurements from adjoining regions and thus result in the hallucination of regions (Galun et al., 2003). In the current implementation, meanshift is employed as the anisotropic smoothing operation (Fukunaga & Hostetler,
1975; Cheng, 1995; Comaniciu & Meer, 2002); however, other vector-valued methods are also applicable, e.g., (Tschumperle & Deriche, 2005).
To promote spatiotemporal coherence at the smoothing stage, the spacetime
orientation feature-space, (5.3), is augmented with positional information in the
form of spacetime coordinates, (x, y, t). Putting the above features together yields
a 9D feature vector (six oriented energies plus three for spacetime location), per
image point.
Conceptually, mean-shift regards the feature-space as an empirical distribution. Each feature-point is associated with a mode (local maximum) of the distri-
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bution via a gradient-ascent-like process and thereby all points associated with a
particular mode share a common feature value. In its simplest formulation (i.e.,
based on the Epanechnikov kernel), the mean-shift property can be written as
(see (Comaniciu & Meer, 2002), for details)

b (xc ) ∝
∇f


mean {xi } − xc ,

xi ∈Sh,xc

(5.4)

where f (x) denotes the underlying probability density function of a n-dimensional
b the gradient estimate, x ∈ Rn , {xi } the given set of samples, and Sh,xc a
space, ∇
n-dimensional hyper-ball with radius h (the so-called kernel density bandwidth)
centered at xc . Repeated application of (5.4) converges to a local mode of the
b (x) = 0). Specifically, modes are realized by moving the
distribution (i.e., ∇f
window Sh,xc at each iteration by the mean-shift vector, (5.4), until the shift
magnitude falls below a given threshold. In the present case, modes arise as
particular values across 9D spatiotemporal feature vectors, x.
For the case of spacetime grouping, the converged 9D spatiotemporal feature
vectors serve as input for grouping. While for boundary analysis, the smoothed
input energy representation is realized by assigning the converged oriented energy portion of the feature vectors to their respective initial spacetime positions.
For both visual tasks, three bandwidth parameters serve as input, hspace , htime
and hrange , which determine the resolution of mode detection along the spatial,
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temporal and range (here, spacetime orientation) dimensions, respectively.
By far the most expensive operation of the mean-shift approach is finding the
points within the neighbourhood defined by the hyper-ball Sh,xc . This problem is
commonly referred to as multi-dimensional range searching. In implementation,
computational time reductions in range searching are realized by employing a
kD-tree (de Berg et al., 2008) to represent the data.

5.2.3

Spacetime grouping

To group the oriented energy feature vectors into coherent regions of structure,
mean-shift clustering (Comaniciu & Meer, 2002) is employed. Note, however,
the intent of this work is to demonstrate the power of the proposed representation in the context of spacetime grouping, rather than advocate any one grouping/clustering scheme. Implicitly this grouping strategy enforces spatial and
temporal smoothness simultaneously in the 9D space, while avoiding additional
assumptions on the camera model, parametric motion model (e.g., translation,
affine, etc.) or the number of distinct coherent spacetime structure regions.
Given the smoothed 9D joint feature space from the output of mean-shift
smoothing (Section 5.2.2), groupings are realized through a final transitive closure
step (i.e., connected-components). This step merges modes that lie within a
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distance τ from each other in the 9D space. More formally, let xi and xj ∈ Rn
denote two feature points. These points will be grouped together if there exists a
path, x1 = xi , . . . , xm , xm+1 , . . . , xM = xj and m = 1, . . . , M − 1, between them
such that neighbouring elements, xm , xm+1 in this path lie within a Euclidean
distance τ from each other (i.e., kxm −xm+1 k2 ≤ τ ). In implementation, this step
is realized via a union-find algorithm (Cormen et al., 1990). Optionally, spacetime
groupings containing less than a specified number of pixels can be removed in a
postprocessing step via merging with the nearest-neighbour in the joint feature
space. The combined steps of mean-shift filtering followed by transitive closure
constitute the mean-shift clustering algorithm (Comaniciu & Meer, 2002).
To recapitulate, the proposed approach to grouping raw image data into a set
of coherent spacetime regions is given in algorithmic terms in Algorithm 3.

5.2.4

Spacetime structure boundaries

In essence, the oriented energy representation converts spacetime structure differences to intensity differences across its decomposition. Correspondingly, boundaries simply correspond to image loci exhibiting significant spatiotemporal contrast in the representation. Specifically, the orientation decomposition is a multivalued image, with spatiotemporal contrast indicative of spacetime boundaries in
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Algorithm 3: Spacetime grouping.
Input: Greyscale image sequence: I(x, y, t), Means-shift bandwidth parameters: hspace ,
htime , and hrange , Mean-shift merging threshold: τ , M : minimum number of
pixels per group
Output: Labeled image sequence denoting the group of each point: L(x, y, t)
Step 1: Compute spacetime oriented energy representation (Sec. 5.2.1)
1. Initialize 3D G2 /H2 steerable basis.
2. Compute normalized spacetime oriented energy measure, Eqs. (5.1)-(5.3).
Step 2: Anisotropic smoothing: Mean-shift (Sec. 5.2.2)
3. Augment each normalized spacetime oriented energy measure, (5.3), with its
spacetime coordinate (x, y, t).
4. Apply mean-shift smoothing iterations, (5.4), to each point in the joint feature
space.
Step 3: Compute spacetime groupings (Sec. 5.2.3)
5. Merge via transitive closure all modes that lie within a distance τ from each other
in the joint feature space.
6. (Optional) Remove via merging spacetime regions containing less than M pixels.

the underlying data. Here, it is interesting to note the difference in the behaviour
of flow estimates and the proposed distributed representation across boundaries.
In the former, the results are unpredictable due to a total failure of its intrinsic
assumptions (e.g., brightness conservation). In the latter, due to the considerable overlap in spacetime and orientation tuning of the filters, the representation changes smoothly across structure boundaries reflecting the shift of energies
among channels.
To capture the spatiotemporal contrast in the smoothed oriented energy representation, (5.3), a generalized gradient formulation (Kreyszig, 1959) is employed,
as it captures change in a uniform manner across the multiple components of the
decomposition. Let Êk be the kth band of the oriented energy representation,
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(5.3), following smoothing, (5.4), and ξi = x, y, t for i = 1, 2, 3, respectively, define the directions that partial derivatives are taken, then the generalized gradient
is a 3 × 3 matrix S where
n
X
∂ Ên̂k ∂ Ên̂k
Sij ≡
.
∂ξ
∂ξ
i
j
k=1

(5.5)

Notice that S amounts to the summation of the more standard gradient structure
tensor (Jähne, 2005) of each energy band6 . The eigenvector of (5.5) associated
with the greatest eigenvalue, λ1 , denoted e1 , points in the direction of greatest
change in the feature-space. For multivalued images (i.e., n > 1), a boundary
is not indicated simply by a large value for λ1 ; instead, it must be large relative
to the other eigenvalues of S (Sapiro & Ringach, 1996). Correspondingly, a
normalized measure of spacetime structure boundary salience is employed in the
present context
boundarysalience =

λ1 − λ2
,
λ1 + λ2 + φ

(5.6)

where λ1 > λ2 denote the two largest eigenvalues of S and φ is a constant introduced as a noise floor. High values of the boundary salience measure, (5.6),
(i.e, values close to one), are indicative of the presence of a spacetime structure boundary. Next, similar to the non-maximum suppression principle used
6

Other adaptations of the generalized gradient to multiband image boundary detection include application to colour (Di Zenzo, 1986; Sapiro & Ringach, 1996) and spatial texture
(Rubner & Tomasi, 1996).
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in intensity-based edge detection (Canny, 1986), a candidate boundary point is
defined as a point that achieves a maximum in boundary salience, (5.6), in the
direction of the eigenvector e1 , as follow,


 ∂boundarysaliency = 0

∂e1
.
2
∂
boundary

saliency


<0
∂e21

(5.7)

Finally, candidate loci having a saliency value greater than a certain threshold,
τ , are marked as boundary points.
To recapitulate, the proposed approach to detecting spacetime structure
boundaries is summarized in algorithmic terms in Algorithm 4.

5.3
5.3.1

Empirical evaluation
York University Vision Lab (YUVL) Spacetime Structure Data
Set

Current available data sets, e.g., (Stein & Hebert, 2009a), are limited by their
focus on motion boundaries at the expense of more general spacetime structural groupings and boundaries. For the purpose of quantitatively evaluating
the proposed grouping and boundary detection approaches, a new data set with
hand-labeled ground truth was collected containing a broad range of spacetime
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Algorithm 4: Spacetime structure boundary detection.
Input: Greyscale image sequence: I(x, y, t), Means-shift bandwidth parameters: hspace ,
htime , and hrange , Boundary detection threshold: τ
Output: Binary image sequence marking spatiotemporal structure boundaries:
B(x, y, t)
Step 1: Compute spacetime oriented energy representation (Sec. 5.2.1)
1. Initialize 3D G2 /H2 steerable basis.
2. Compute normalized spacetime oriented energy measure, Eqs. (5.1)-(5.3).
Step 2: Anisotropic smoothing: Mean-shift (Sec. 5.2.2)
3. Augment each normalized spacetime oriented energy measure, (5.3), with its
spacetime coordinate (x, y, t).
4. Apply mean-shift smoothing iterations, (5.4), to each point in the joint feature
space.
5. Replace each energy measure in (5.3) with the final converged energy measure.
Step 3: Compute spatiotemporal structure boundary salience (Sec. 5.2.4)
for each spacetime point
6. Construct generalized gradient, (5.5), from (smoothed) oriented energy
representation, (5.3).
7. Compute the eigenvector/eigenvalues of the generalized gradient, (5.5).
8. Compute boundary salience, (5.6).
Step 4: Non-maximum suppression (Sec. 5.2.4)
for each spacetime point
9. Apply non-maximum suppression, (5.7).
10. Retain candidate boundaries that have a saliency value, (5.6), greater than τ .

structures,7 including but not restricted to motion. Each sequence spans 10
frames. Example frames from the data set are shown in Fig. 5.2 (see caption for
description of inputs). The challenging aspects of this data set include, regions
that are unstructured, exhibit significant temporal aliasing due to fast motion,
contain superimposed motion and non-motion structure (e.g., transparency and
scintillation). These sequences, consisting of juxtaposed natural and man-made
structures, were obtained from a variety of sources: a Canon HF10 camcorder,
7

Available at: http://www.cse.yorku.ca/vision/research/spacetime-grouping/
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the BBC documentary “Planet Earth” (Fothergill, 2007) and the “BBC Motion
Gallery” online video repository (www.bbcmotiongallery.com).
In addition, a synthetic image sequence was constructed that contains three
distinct juxtaposed spacetime structures consisting of upward motion, a scintillating pattern in the form of pink noise and transparency in the form of left/right
superimposed motion (see Fig. 5.3). The upward moving region contains three
subregions that differ only in spatial appearance and therefore should be grouped
together given their common dynamic structure (i.e., upward motion).
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Figure 5.2: Sample frames and corresponding ground truth boundaries from the
YUVL Spacetime Structure Data Set. In each example, the input sequence and
a frame from the human-labeled ground truth, respectively, are given. (a) A
panning sequence consisting of a clear sky (i.e., unstructured) and a building
(source: HF10). (b) Motion parallax sequence consisting of two mountain faces,
where the foreground surface moves rapidly revealing a slower moving surface
(source: “Planet Earth”). (c) Tree in foreground being coarsely stabilized by
moving camera operator with resulting background motion (source: HF10). The
background consisting of the ground plane is not fronto-parallel with respect to
the camera, as a result the motion varies across the surface. (d) A leopard rapidly
moving leftward behind a static tree (source: “Planet Earth”). (e) A flying bird
crudely tracked by the camera operator to yield a slow moving target and a
rapidly moving background (source: “Planet Earth”). (f) A ship moving over
a scintillating water surface (source: “BBC Motion Gallery”). (g) A painting
hanging on an unstructured wall with a light flickering in an adjacent hallway
(source: HF10). (h) A translucency sequence realized by projecting (using an
LCD projector) a walking person over a static painting (source: HF10). (i)
A pseudo-transparency sequence consisting of a person walking behind a fence
(source: HF10). (j) A juxtaposed motion and pseudo-transparency sequence
consisting of two people moving rightward, one moving in front of a fence while
the second is moving behind it (source: HF10).
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Figure 5.3: Synthetic juxtaposed spacetime structures. (a) Synthetic input image
sequence. (a.1) Bandpass white noise with spatial horizontal/vertical structure
enhanced moving upward, (a.2) same pattern as previous with contrast increased
by 25%, (a.3) bandpass white noise with spatial diagonal structures enhanced
moving upward, (a.4) spacetime pink noise (scintillation) and (a.5) superimposed pink noise patterns moving rightward/leftward (transparency). All motionrelated structures move with a speed of 1 pixel/frame. (b) Spacetime grouping
ground truth with shadings denoting coherent groupings.

154

5.3.2

Spacetime grouping

A variety of grouping experiments have been performed on a set of synthetic
and real-world image sequences. Algorithm parameter settings are as follows.
Mean-shift clustering has four input parameters: the bandwidths, hspace , htime
and hrange , which determine the resolution of mode detection along the spatial,
temporal and range (here, spacetime orientation) dimensions, respectively, and
the merging threshold, τ , which determines the distance between points that are
grouped via transitive closure in the 9D feature space. Unless otherwise stated,
the mean-shift bandwidth parameters for the space, time and range dimensions
are set to hspace = 32, htime = 10, and hrange = 0.12, respectively. Groupings
containing less than 40 pixels/frame are considered outliers and removed via
merging. Videos of all grouping results are available at: http://www.cse.yorku.
ca/vision/research/spacetime-grouping.

5.3.2.1

Representation comparisons

Figure 5.4 shows a comparison of grouping results on the YUVL synthetic sequence based on the proposed representation and the following alternative representations: raw-pixelwise intensity, thresholded frame-to-frame intensity difference, spacetime gradient, normalized oriented energy (5.3) without appearance
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Figure 5.4: Grouping with various levels of data abstraction. (a) Ideal grouping
result with shadings denoting coherent groupings. (b)-(h) Grouping results based
on: (b) proposed representation, (c) optical flow, (d) normal flow (e) normalized
oriented energy (5.3) without appearance marginalization (5.2), (f) spacetime
gradient, (g) thresholded frame-to-frame intensity difference, and (h) raw pixelwise intensity; white denotes outlier components. For each representation, the
mean-shift parameters were empirically optimized.
marginalization (5.2), normal flow and optical flow estimated as in (Granlund
& Knutsson, 1995). All representations are grouped using the mean-shift procedure outlined in Sections 5.2.2 and 5.2.3, by exchanging the energy-based range
component of the feature vector with the given representation. Note that these
representations constitute commonly considered sample points along the level of
commitment axis shown in Fig. 3.1.
Representations that do not adequately discount pure spatial appearance
(normalized oriented energy (5.3) without appearance marginalization (5.2), spa-
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tiotemporal gradient, normal flow and raw pixel-wise intensity) correspondingly
fail to support grouping of the coherently moving region as such. Successive
frame differencing fails in making the pattern distinctions sought because it is
limited to making binary distinctions between dynamic and stationary patterns.
All of these approaches also fail to group successfully the transparency and scintillation cases. While optical flow proves capable of supporting correct grouping
of the coherently upward moving regions, it is incapable of dealing with scintillating and transparency patterns due to violations of the underlying assumption
of brightness conservation. Among these abstractions, only the proposed distributed representation successfully supports the partition of the input into its
three constituent structures, coherent motion, scintillation and superimposed motion. Owing to the superior performance of the proposed approach relative to the
considered alternatives, only the proposed approach will be considered further in
the subsequent spacetime grouping experiment.
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5.3.2.2

Quantitative results on natural imagery

Figure 5.5 shows a set of successful grouping results on the YUVL data set using
the proposed grouping approach. Beginning with (a), the clear sky (unstructured)
is correctly delineated from the building (moving structure). The unstructured
region represents a situation where there is insufficient information to determine
flow. In (b), although the spatial appearance alone is insufficient to make the
surface distinctions, the two surfaces are successfully partitioned based on their
spacetime structure signatures. In (c), the stabilized foreground (static) is clearly
delineated from the rightward moving background. In (d), although significant
temporal aliasing is present due to the rapid motion of the leopard, the portion
attributed to the leopard is successfully delineated from the static tree. An optical flow abstraction, although feasible, would require preprocessing the input
with a stabilization procedure, e.g., pyramid processing (Jähne, 2005), to bring
the speed of the leopard within its operating speed range (∼1 pixel/frame). In
(e), similar to (d), correct delineation is achieved in the presence of significant
temporal aliasing. In (f), the sequence is successfully partitioned into two coherent regions, one consisting of a leftward motion while the second consisting
of a scintillating region. Inspection of the oriented energy representation reveals
a fairly uniform energy distribution at each point consistent with scintillation.
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Figure 5.5: Successful grouping results on the YUVL Spacetime Structure Data
Set. In each example, the input sequence, a frame from the human-labeled ground
truth and grouping result, respectively, are given.
Since the assumption of brightness conservation is clearly violated, optical flow
would be inappropriate here. From a semantic viewpoint, the water group is
consistent with one’s impression that some coherent process is being imaged.
In (g), the recovered dominant coherent structures consist of unstructured (the
wall), static (the painting) and flicker (the hallway). The painting is partially
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over-segmented along the boundaries due to the strong one-dimensional structure
along the painting’s boundaries that induce an oriented energy signature consistent with the aperture problem. At this level of analysis, this is a reasonable
interpretation/grouping: The regions near the border of the painting against the
unstructured wall are uniformly consistent as being characterized by the aperture
problem. In (h), the translucent region (static background with superimposed
moving person) is successfully distinguished from the purely static background,
although the static background is slightly over-segmented due to low texture regions. Standard optical flow is inappropriate in the translucency region since it
cannot be described by a single motion. In (i), the sequence is partitioned into
the two constituent coherent structures: static structure vs. superimposed static
and leftward motion (i.e., pseudo-transparency). Finally in (j), the sequence is
partitioned into the two constituent coherent structures: rightward motion vs.
superimposed static and rightward motion (i.e., pseudo-transparency). Notice,
even with an oriented structure mutually shared in both patterns (rightward
motion), successful segregation is achieved on the basis of the additional static
orientation in one of the patterns due to the fence.
The grouping results in Fig. 5.5 provide compelling qualitative evidence that
the proposed approach to grouping performs well on image sequences contain-
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Figure 5.6: Spacetime grouping precision-recall curves. Points along the curve
correspond to variations of the range bandwidth within [0.04, 0.18].
ing a variety of spatiotemporal structures. To quantify performance, results are
compared with frame-by-frame human labeled (spatial) boundary ground truth
on the YUVL data set. Following a standard evaluation methodology for image
segmentation (Estrada & Jepson, 2009), mean precision-recall scores were calculated across all the image sequences illustrated in Fig. 5.2 and are shown as
tuning curves in Fig. 5.6. These curves characterize the grouping performance
over a range of the input parameters. Precision is defined as the percentage of
detected boundary pixels in the recovered grouping8 that correspond to ground
8

Boundaries in the labeled groupings are identified as any pixel that has at least a single
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truth boundary pixels:
Precision =

Matched(Sr , Sg )
,
|Sr |

(5.8)

where Sr and Sg represent the grouping result and ground truth, respectively,
Matched(Sr , Sg ) denotes the number of boundary pixels in Sr that were matched
in Sg within a neighbourhood of radius ρ and |·| denotes the cardinality of the set
of boundary pixels. Recall is defined as the percentage of ground truth boundary
pixels that were detected in the recovered grouping:
Recall =

Matched(Sg , Sr )
.
|Sg |

(5.9)

Over-segmentation is characterized in the curves by high recall but low precision,
and the converse holds for under-segmented images.
For mean-shift,

there are four input parameters,

the bandwidths,

{hspace , htime , hrange }, and the merging threshold, τ . Through preliminary experimentation it was found that the largest differences between grouping results are
realized when varying the range bandwidth and merging threshold parameters.
In Fig. 5.6, points along the curve correspond to varying the range bandwidth,
hrange , within [0.04, 0.18] while fixing the spatial and temporal bandwidths to
(hspace , htime ) = (32, 10) and merging threshold to τ ∈ {0.05, 0.10}. Matching was
neighbour with a differing label. This is followed by a thinning procedure to realize 1 pixel
width boundaries.
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Figure 5.7: Grouping on a (synthetic) smoothly varying spacetime structure.
(left) Input consisting of a counter-clockwise rotating pink noise disc over a
stationary pink noise background. (right) A sample frame from the successful
bipartite grouping result.
carried out using a distance threshold ρ = 8, which is reasonable given that the
oriented energy filtering support also spans eight pixels. The consistently high recall indicates that the recovered groupings show little tendency to under-segment
and thus one can conclude that the combination of representation and grouping
mechanism capture salient image structure. At the same time, a relatively high
precision is attained, which indicates that significant over-segmentation is not
prevalent. Note that dips in the precision-recall curves, such as the prominent
one in the curve related to τ = 0.10, are to be expected, given the relatively small
amount of test data used.
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5.3.2.3

Additional examples

Figure 5.7 illustrates a successful grouping result on a synthetic input sequence
consisting of a counter-clockwise rotating pink noise disc over a stationary pink
noise background. This example indicates the approach’s ability to recover groupings in cases where spacetime structure varies smoothly across spacetime. A similar example has been successfully demonstrated using the tensor voting framework (Nicolescu & Medioni, 2003); however, that approach relies on flow, while
the examples of Fig. 5.4 show that flow yields difficulties in situations involving
more complicated patterns (e.g., transparency and scintillation). Significantly,
in the present framework the cases of grouping smoothly varying flow as well as
non-motion dynamic structure can be uniformly handled.
Figure 5.8 shows a successful grouping result on a natural input sequence,
where spacetime structure changes over time, as a foreground target initially at
rest goes into motion against a static background. This example demonstrates the
approach’s ability to deal with both spatial and temporally juxtaposed structure
in a uniform manner.
Figures 5.9 and 5.10 show successful grouping results on two dynamic texture
examples previously used in (Chan & Vasconcelos, 2008) to evaluate their proposed approach to dynamic texture grouping. In the case of the dynamic texture
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Figure 5.8: Grouping of a target initially at rest, then in motion. (left-to-right,
top-to-bottom) Input frame of initially static scene; input frame taken after the
onset of motion; grouping result of initial frame shows no foreground/background
delineation as person and surround are both static; grouping result as person is in
motion. Correct grouping is maintained throughout person’s subsequent motion.
shown in Fig. 5.9, the two juxtaposed dynamic textures vary in both their spatial
appearance and dynamics, while in Fig. 5.10, the juxtaposed textures share the
same spatial appearance but differ in dynamics. Previously reported results on
these examples require knowledge of the number of textures as well as hand contour initialization (see Fig. 5.10 (c)) and show significant under-segmentation on
the second example (Chan & Vasconcelos, 2008). The present approach does not
require similar a priori knowledge, yet yields a reasonable grouping result for the

165

(a)

(b)

Figure 5.9: Grouping result on a set of (synthetically combined) dynamic textures
used in (Chan & Vasconcelos, 2008). (a) Input frame of two widely differing dynamic textures (turbulent water and rising bubbles). (b) Corresponding grouping
results using the proposed approach.
first example and a superior result in the second example as compared to (Chan
& Vasconcelos, 2008) (see Fig. 5.10 (d)).
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Figure 5.10: Grouping on a set of (synthetically combined) dynamic textures used
in (Chan & Vasconcelos, 2008). (a) Input frame consisting of two instances of
turbulent water moving left and right, respectively, both textures share the same
spatial appearance but differ in image dynamics. (b) Corresponding grouping
result using the proposed approach. (c) A video frame and the initial contour
for the approach reported in (Chan & Vasconcelos, 2008). (d) Corresponding
grouping result reported in (Chan & Vasconcelos, 2008). (c) and (d) are reprinted
from (Chan & Vasconcelos, 2008) with permission (© 2008 IEEE).
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5.3.3

Spacetime structure boundary detection

In the spacetime boundary detection evaluation, parameter settings for the proposed detector are as follows. The noise floor, φ, for boundary salience, (5.6),
empirically has been set to φ = 0.01. Mean-shift (anisotropic) smoothing includes
three bandwidth parameters, hspace , htime and hrange , which determine the resolution of detail along the spatial, temporal and range (here, spacetime orientation)
dimensions, respectively. Unless otherwise stated, the mean-shift bandwidths are
set to: hspace = 32, htime = 10, and hrange = 0.12. Videos of all boundary detection results are available at: http://www.cse.yorku.ca/vision/research/
spacetime-grouping.
Figure 5.11 shows a set of successful boundary detection results on the YUVL
data set using the proposed boundary detection approach. To quantify performance, results of the proposed detector are compared with the hand-labeled
ground truth as well as alternative approaches on the YUVL data set. Mean
precision-recall scores were calculated and are shown as tuning curves in Fig.
5.12 as detection parameters are varied. Again, over-partitioning is characterized in the curves by high recall but low precision, and the converse holds for
under-partitioned image sequences.
Figure 5.12 (a) shows several different curves for the proposed method, with
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each curve corresponding to a different value of the smoothing parameter, hrange ;
all curves are swept as the detection threshold varies from 0 − 1. Matching
between ground truth and identified boundary points was carried out using a
distance threshold of eight, which is reasonable given that the support of the
various compared detectors span approximately eight pixels. The consistently
high recall indicates that ground truth boundaries are accurately marked. At the
same time, a relatively high precision is attained, which indicates false boundaries
are not prevalent. Further, the approach is seen to be stable with respect to
variation of the smoothing parameter.
Figure 5.12 (b) compares the best curve of the proposed approach, hrange =
0.14, with two alternative methods: (i) edge detection on dense optical flow fields
(Thompson et al., 1985) (implemented as a 3D Canny edge operator (Canny,
1986) applied to flow recovered using the Lucas-Kanade algorithm (Lucas &
Kanade, 1981)) and (ii) the rank-based method that analyzes the gradient structure tensor over a neighbourhood (Feldman & Weinshall, 2008); the reader is
referred to Appendix D.2 and D.3 for details of these approaches. These methods are selected for comparison as they are local (like the proposed method) and
edge detection in flow fields is a long standing approach, while the rank-based
analysis is a recent proposal that has shown strong results for certain boundary

169

types. Tuning curves were swept for the flow- and rank-based detectors by varying their detection thresholds from 0 − 10 and 0 − 1, respectively. Curves for
all three methods have the expected shape; however, flow- and rank-based are
translated along the precision axis, which indicates significant over-partitioning
relative to the proposed approach. Along these lines, rank-based outperforms
flow, but is still noticeably worse than the proposed method.
To scrutinize the results in Fig. 5.12 further, Fig. 5.13 shows a comparison
of the various boundary detectors on selected examples from Fig. 5.11 (c), (f)
and (i). Also to compare against global methods, results from a recent level-set
formulation are shown (Cremers & Soatto, 2005). Note that the global method
must be supplied with a priori knowledge of the number of regions and hand
initialization of its boundary9 . For the motion parallax example, all of the alternative methods yield reasonable results. This is to be expected, as they are
designed for motion boundaries. In the other two examples, the flow and rank
methods yield spurious boundaries in the transparency and scintillation regions.
This shortcoming arises from the inability of these methods to recover coherent
measurements in non-coherent motion regions, as the assumption that coherency
9

Due to the dependence of the extracted boundaries on hand contour initialization, number
of regions and various scaling parameters in the level-set approach, it is not customary to sweep
precision-recall curves for level sets; hence, only qualitative comparisons are provided.
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is well characterized by a single smoothly varying flow is violated. These spurious
boundaries are the source of the low precision yet high recall rates indicated for
the flow- and rank-based detectors in Fig. 5.12. For the transparency case using
level sets, the part of the initial contour that is outside the moving target evolves
correctly; however, the part initialized within the moving region converges incorrectly, as the target interior does not conform to the method’s assumption of a
single smooth flow. In the scintillation case, the level-set collapses to a single
region. Here, the failure is due to the relative lack of spatial structure in the ship
interior, which allows the approach to fit a flow across the ship that is consistent with whatever flow it (erroneously) recovers for the scintillating water. This
highlights the difficulties (discussed earlier in Section 5.2) with approaches that
attempt to fill-in structure in regions devoid of it. The relative lack of structure
in the ship interior also accounts for the apparent difference in performance of
the flow and rank methods in such regions: Flow recovers highly variable vector
fields that are interpreted as boundaries; whereas, unstructured regions are rank
consistent and thus do not yield spurious boundaries. In contrast to the alternatives, the proposed detector naturally handles all three cases highlighted in Fig.
5.13.
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Figure 5.11: Successful boundary detection results on the YUVL Spacetime
Structure Data Set. In each example, the input sequence and a frame from the
human-labeled ground truth and the boundary detection result, respectively, are
given.
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Figure 5.12: Local boundary detection precision-recall curves. (a) Precisionrecall of the proposed detector, each curve corresponds to a different setting of
the range bandwidth used for smoothing. (b) Comparison of precision-recall with
the proposed, flow- and rank-based detectors.
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Figure 5.13: Comparison of results for flow, rank, level-set and proposed approaches to boundary detection applied to Fig. 5.11 (c), (f) and (i). For level
sets, red and black curves show hand initialized and converged result, respectively.
For the scintillation example the level set collapses to yield a single region.

174

5.4

Discussion and summary

In contrast to the main theme of representation with a distributed representation
of spatiotemporal orientation and subsequent segregation of spacetime information, the specific details of the implementations are less important. In terms
of grouping, mean-shift can be replaced by one of the alternatives cited in Section 5.1.2.1; whereas, for boundary analysis, a local patch-based formulation, cf.
(Spoerri & Ullman, 1987; Stein & Hebert, 2009a), or a global method, cf. (Rousson et al., 2003), operating over the proposed representation, may prove useful.
Nevertheless, it is promising that the straightforward use of a popular grouping
mechanism and the standard generalized gradient operating over the proposed
representation have worked on a variety of natural image sequences.
Most previous methods for spatiotemporal grouping and boundary detection
are concerned with regions of contrasting optical flow. Others are focused on
juxtaposed dynamic textures. Improvements to these various methods might be
realized via introduction of thresholds (e.g., confidence measures), multi-scale
analyses (e.g., pyramid schemes for accommodating rapid motion), contour completion, cf. (Feldman & Weinshall, 2008), a more sophisticated flow estimator
than considered here, etc. These approaches, however, fundamentally are limited by their underlying assumptions regarding the classes of visual phenomena
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that are to be encountered, which in turn limit their applicability to detecting
a very circumscribed class of boundaries (e.g., motion). In comparison, it has
been demonstrated that the proposed approach can naturally deal with the wide
variety of natural world scenarios presented.
A major weakness of the proposed segregation approaches are their behaviour
along segment boundaries. Specifically, since the initial filter measurements are
taken over a region, the filter outputs over the neighbourhood of segment boundaries can significantly differ from the outputs of the adjoining regions due to the
mixing of structures; this is an issue shared by all segregation approaches relying on filter outputs, be it spatial or spatiotemporal. Similarly, pure intensity
boundaries may lead to significant filter responses along the boundary (Malik
et al., 2001). In both cases, the result may be inaccuracies in localizing boundaries and at worst hallucinating segments altogether. This issue is ameliorated
to some degree through the application of mean-shift smoothing to the initial
filter outputs, a form of adaptive scale selection; see (Malik et al., 2001; Konishi
et al., 2003; Martin et al., 2004; Zalesny et al., 2005; Sharon et al., 2006; Stein &
Hebert, 2007) for other approaches that rely on cue integration (e.g., colour) in
the segregation process.
In summary, this chapter has presented the first unified approach to repre-
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senting and segregating a wide range of juxtaposed spacetime patterns (motion,
static, flicker, (pseudo-) transparency, translucency, scintillation/temporal texture, unstructured). The approach is founded on the distributed characterization
of visual spacetime in terms of 3D, (x, y, t), spatiotemporal orientation, discussed
in Chapter 3. This representation converts many salient spacetime structure
differences into explicit intensity differences within components of the derived
oriented energy volumes. Thus, the grouping and local boundary detection analyses simply reduce to determining significant intensity differences in spacetime.
This approach avoids the necessity of introducing sophisticated specialized processes for the analysis of spacetime structure and unifies the operations dedicated
to early visual segregation processing (e.g., intensity, colour, texture, motion and
spatiotemporal structure). Empirical evaluation on a wide variety of imagery
demonstrates the approaches’ ability to parse spacetime imagery into coherently
structured regions. The delineated coherent regions, in conjunction with the underlying representation of spatiotemporal orientation, can serve as building blocks
for further organization and interpretation of visual spatiotemporal information.
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Chapter 6
Action Spotting
I have always thought the actions of men the best interpreters of their thoughts.
JOHN LOCKE

6.1
6.1.1

Introduction
Motivation

Over the past decade, a rapid proliferation of digital video content has occurred
and continues unabated. This is due to the availability of low cost capture devices (e.g., camcorders and camera-equipped cell phones), increases in processing
power and large amounts of local and practically infinite network-based storage.
A key bottleneck in the use of video is that current retrieval systems organize

178

data largely around text descriptions provided by a human annotator. Beyond
the labor-intensive, time-consuming and error-prone nature of this process when
applied to ever growing amounts of video data, another major issue is that the
annotator cannot anticipate all queries users will pose. These observations motivate the need for automated organization tools that use the information inherent
in the visual data stream, rather than rely solely on manual annotations. This
chapter addresses the challenge of detecting and localizing spacetime patterns,
as represented by a single query video, in a reference video database. Specifically, patterns of current concern are those induced by human actions. This
problem is referred to as “action spotting”(cf. keyword spotting in speech recognition). The term “action” refers to a simple dynamic pattern executed by an
actor over a short duration of time (e.g., walking and hand waving). Action
spotting attempts to detect and spatiotemporally localize a given set of actions
within a video that may contain a large corpus of unknown actions. Most current
action-related approaches have targeted the problem of classification, where each
video segment is assigned to a small fixed set of predefined actions (typically
less than 10). Localization in these approaches, if addressed at all, has been
generally limited to fairly contrived scenarios. In addition to video indexing and
browsing, potential applications of the presented approach include surveillance,
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visually-guided interfaces and tracking initialization.
A key challenge in action spotting arises from the fact that the same underlying pattern dynamics can yield very different image intensities due to spatial
appearance differences, as with changes in clothing and live action versus animated cartoon content. Another challenge arises in natural imaging conditions
where scene clutter requires the ability to distinguish relevant pattern information from distractions. Clutter can be of two types: (i) background clutter arises
when actions are depicted in front of complicated, possibly dynamic, backdrops
and (ii) foreground clutter arises when actions are depicted with distractions superimposed, as with dynamic lighting, pseudo-transparency (e.g., walking behind
a chain-link fence), temporal aliasing and weather effects (e.g., rain and snow). It
is proposed that the choice of representation is key to meeting these challenges:
A representation that is invariant to purely spatial pattern allows actions to be
recognized independent of actor appearance; a representation that supports fine
delineations of spacetime structure makes it possible to tease action information
from clutter.
For present purposes, local spatiotemporal orientation is of fundamental descriptive power, as it captures the first-order correlation structure of the data irrespective of its origin (i.e., irrespective of the underlying visual phenomena), even
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while distinguishing a wide range of image dynamics (e.g., single motion, multiple
superimposed motions and temporal flicker). Correspondingly, visual spacetime
will be represented according to its local 3D, (x, y, t), orientation structure: Each
point of spacetime will be associated with a distribution of measurements indicating the relative presence of a particular set of spatiotemporal orientations.
Comparisons in searching are made between these distributions. The spacetime
orientation measurements are provided by the approach to representation developed earlier in Chapter 3. Figure 6.1 provides an overview of the approach. The
work described in this chapter appears in (Derpanis et al., 2010).

181

y
t
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oriented energy volumes

(c)
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Matching: Pointwise
Distribution Matching

…
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Similarity Volume
Output

Figure 6.1: Overview of approach to action spotting. (a) A template (query)
and search (database) video serve as input; both the template and search videos
depict the action of “jumping jacks” taken from the Weizmann action data set
(Gorelick et al., 2007). (b) Application of spacetime oriented energy filters decomposes the input videos into a distributed representation according to 3D,
(x, y, t), spatiotemporal orientation. (c) In a sliding window manner, the distribution of oriented energies of the template is compared to the search distribution
at corresponding positions to yield the similarity volume given in (d). Finally,
significant local maxima in the similarity volume are identified.
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6.1.2

Related work

A wealth of work has considered the analysis of human actions from visual data
(Gavrila, 1999; Aggarwal & Cai, 1999; Moeslund & Granum, 2001; Wang & Zhu,
2003; Moeslund et al., 2006; Turaga et al., 2008; Poppe, 2010). A brief survey of
representative approaches follows.
Tracking-based methods begin by tracking body parts or joints or both and
classify actions based on features extracted from the motion trajectories, e.g.,
(Yacoob & Black, 1999; Ramanan, 2003; Fanti et al., 2005; Ali et al., 2007).
General impediments to fully automated operation include tracker initialization
and robustness. Consequently, much of this work has been realized with some
degree of human intervention.
Other methods have classified actions based on features extracted from 3D
spacetime body shapes as represented by contours or silhouettes, with the motivation that such representations are robust to spatial appearance details (Bobick
& Davis, 2001; Weinland et al., 2006; Gorelick et al., 2007; Ke et al., 2007; Yilmaz & Shah, 2008). This class of approach relies on figure-ground segmentation
across spacetime, with the drawback that robust segmentation remains elusive
in uncontrolled settings. Further, silhouettes do not provide information on the
human body limbs when they are in front of the body (i.e., inside silhouette) and
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thus yield ambiguous information.
Recently, spacetime interest points (Laptev, 2005; Dollar et al., 2005;
Oikonomopoulos et al., 2006; Wong et al., 2007; Willems et al., 2008) have
emerged as a popular means for action classification (Schuldt et al., 2004; Niebles
et al., 2008; Laptev et al., 2008; Liu et al., 2009). Interest points typically are
taken as spacetime loci that exhibit variation along all spatiotemporal dimensions and provide locations where a sparse set of descriptors are extracted to
guide action recognition. Sparsity is appealing as it yields significant reduction
in computational effort; however, interest point detectors often fire erratically
on shadows and highlights (Ke et al., 2005; Apostoloff & Fitzgibbon, 2005), and
along object occluding boundaries, which casts doubt on their applicability to
cluttered natural imagery. Additionally, for actions substantially comprised of
smooth motion, important information is ignored in favour of a small number of
possibly insufficient interest points.
Most closely related to the approach proposed in the present chapter are others
that have considered dense templates of image-based measurements to represent
actions (e.g., optical flow, spatiotemporal gradients and other filter responses selective to both spatial and temporal orientation), typically matched to a video
of interest in a sliding window formulation. Chief advantages of this framework
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include avoidance of problematic localization, tracking and segmentation preprocessing of the input video; however, such approaches can be computationally
intensive. Further limitations are tied to the particulars of the image measurement used to define the template.
In general, optical flow-based methods, e.g., (Efros et al., 2003; Ke et al.,
2005; Rodriguez et al., 2008), suffer as dense flow estimates are unreliable where
their local single flow assumption does not hold (e.g., along occluding boundaries
and in the presence of foreground clutter). Work using spatiotemporal gradients
has encapsulated the measurements in the gradient structure tensor (Shechtman
& Irani, 2007; Ke et al., 2007; Seo & Milanfar, 2009a). This tack yields a compact way to characterize visual spacetime locally, with template video matches
computed via dimensionality comparisons. However, the compactness also limits its descriptive power: Areas containing two or more orientations in a region
are not readily discriminated, as their dimensionality will be the same; further,
the presence of foreground clutter in a video of interest will contaminate dimensionality measurements to yield match failures. Finally, methods based on filter
responses selective for both spatial and temporal orientation, e.g., (Chomat &
Crowley, 1999; Jhuang et al., 2007; Ning et al., 2009), suffer from their inability
to generalize across differences in spatial appearance (e.g., different clothing) of
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the same action.

6.1.3

Contributions

In the light of previous work, the major contributions of the present chapter are as
follows. (i) The representation developed in Chapter 3 serves as a novel compact
feature set for action spotting. The representation supports fine delineations of
visual spacetime structure to capture the rich underlying dynamics of an action
from a single query video. (ii) An associated computationally efficient similarity
measure and search method are proposed that leverage the structure of the representation. The approach does not require preprocessing in the form of actor
localization, tracking, motion estimation, figure-ground segmentation or learning. (iii) The approach can accommodate variable appearance of the same action,
rapid dynamics, multiple actions in the field-of-view, cluttered backgrounds and
is resilient to the addition of distracting foreground clutter. While others have
dealt with background clutter, it appears that the present work is the first to
address directly the foreground clutter challenge. (iv) The proposed approach
is demonstrated on a set of challenging natural videos with quantitative results
showing superior performance as compared to two recent approaches.
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6.2

Technical approach

As discussed in Chapter 2, in visual spacetime the local 3D, (x, y, t), orientation
structure of a pattern captures significant, meaningful aspects of its dynamics.
For action spotting, single motion at a point, e.g., motion of an isolated body
part, is captured as orientation along a particular spacetime direction. Significantly, more complicated scenarios still give rise to well defined spacetime orientation distributions: Occlusions and multiple motions (e.g., as limbs cross or
foreground clutter intrudes) correspond to multiple orientations; high velocity
and temporal flicker (e.g., as encountered during rapid action executions) correspond to orientations that become orthogonal to the temporal axis. Further,
appropriate definition of local spacetime oriented energy measurements can yield
invariance to purely spatial pattern characteristics and support action spotting
as an actor changes spatial appearance. Based on these observations, the developed action spotting approach makes use of such measurements as local features
that are combined into spacetime templates that maintain their relative geometric spacetime positions. In this work, it is assumed that the camera is stationary
in order for the proposed spacetime measurements to capture the dynamics of
the action rather than the camera movement. Empirically the proposed features
have been found to be robust to small amounts of camera movement, such as
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camera jitter from a handheld video camcorder; however, they are not invariant
to large camera movements. In order to accommodate large camera movements,
a camera stabilization procedure may be introduced as a preprocessing step, e.g.,
(Hansen et al., 1994).

6.2.1

Features: Spacetime orientation

This section presents details of the particular instantiation of the representation
used for action spotting. For the motivations of the various steps, the reader is
referred to the discussion of the general framework in Section 3.2.1 of Chapter 3.
The desired spacetime orientation decomposition is realized using a set of
broadly tuned 3D Gaussian third derivative filters (i.e., N = 3), G3θ̂ (x), with
the unit vector θ̂ capturing the 3D direction of the filter symmetry axis and
x = (x, y, t) spacetime position. The local oriented energy measurements are
given as follows (cf. Eq. (3.1))
Eθ̂ (x) =

X
[G3θ̂ (x) ∗ I(x)]2 ,

(6.1)

x∈Ω

where I(x) denotes the input video and ∗ convolution.
time

aggregation

within

the

spacetime

region,

Ω,

is

The spaceimplemented

by lowpass filtering the data using the thirteen-tap binomial filter,
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1 /4096, in spacetime.

With

an eye towards near-to-real-time implementation, here only the G3 filter is used
in order to avoid redundant filtering computations.
In tracking applications it is vital to preserve both the spatial appearance
and dynamic properties of a region of interest, cf. (Cannons et al., 2010). In
contrast, in action spotting one wants to be invariant to appearance, while being
sensitive to dynamic properties. This is necessary in order to detect different
people wearing a variety of clothing as they perform the same action. This
motivates the next step of discounting the spatial orientation component (i.e.,
spatial appearance) through “marginalization”.
Now, energy along a frequency domain plane with normal n̂ and spatial orientation discounted through marginalization, is given by summing across the set
of measurements, Eθ̂i , as (cf. Eq. (3.5))
Ẽn̂ (x) =

N
X

Eθ̂i (x),

(6.2)

i=0

with θ̂i one of N + 1 = 4 specified directions, (3.4), and each Eθ̂i calculated
via the oriented energy filtering, (6.1). In the present implementation, six different spacetime orientations are made explicit, corresponding to static (no motion/orientation orthogonal to the image plane), leftward, rightward, upward,

189

downward motion (one pixel/frame movement), and flicker/infinite motion (orientation orthogonal to the temporal axis); although, due to the broad tuning of
the filters employed, responses arise to a range of orientations about the peak
tunings. Here, only six spacetime orientations were considered to reduce computational overhead. Informally, empirical evaluation was also conducted with
the same 27 spacetime orientations used for spacetime texture recognition (see
Section 4.2.2 in Chapter 4) and found to yield negligible action spotting improvement.
Finally, the energy measures are normalized by the sum of consort planar
energy responses at each point (cf. Eq. (3.6)),
Ên̂i (x) =

Ẽn̂i (x)
M
P

,

(6.3)

Ẽn̂j (x) + 

j=1

where M = 6 denotes the number of spacetime orientations considered and  is
the scalar constant noise floor. Empirically,  has been set to ∼1% of the maximum expected response. As applied to the six oriented, appearance marginalized
energy measurements, (6.2), Eq. (6.3) produces a corresponding set of six normalized, marginalized oriented energy measurements. To this set is added a seventh
measurement that explicitly captures lack of structure via normalized  (cf. Eq.
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(3.7)),
Ê (x) =


M
P

,

(6.4)

Ẽn̂j (x) + 

j=1

to yield a seven dimensional feature vector at each point in the image data.
In addition, to the general representation attributes discussed in Section 3.2.2
of Chapter 3, the representation enjoys an additional two attributes in its current
usage worth emphasizing:
1. Owing to the oriented energies being defined over a spatiotemporal support
region, (6.1), the representation can deal with input data that are not
exactly spatiotemporally aligned.
2. Owing to the distributed nature of the representation, foreground clutter
can be accommodated: Both the desirable action pattern structure and the
undesirable clutter structure can be captured jointly so that the desirable
components remain available for matching even in the presence of clutter.

6.2.2

Spacetime template matching

To detect actions (as defined by a small template video) in a larger search video,
the search video is scanned over all spacetime positions by sliding a 3D template over every spacetime position. At each position, the similarity between the
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oriented energy distributions (histograms) at the corresponding positions of the
template and search volumes are computed.
To obtain a global match measure, Γ(x), between the template and search
videos at each image position, x, of the search volume, the individual histogram
similarity measurements are summed across the template:
Γ(x) =

X

γ[S(u), T(u − x)],

(6.5)

u

where u = (u, v, w) ranges over the spacetime support of the template volume
and γ[S(u), T(u−x)] is the similarity between local distributions of the template,
T, and the search, S, volumes. The peaks of the global similarity measure across
the search volume represent potential match locations.
There are several histogram similarity measures that could be used (Rubner et al., 2001). Here, the Bhattacharyya coefficient (Bhattacharyya, 1943) is
used, as it takes into account the summed unity structure of distributions (unlike
Lp -based match measures) and yields to efficient implementation (see Section
6.2.2.2). The Bhattacharyya coefficient for two histograms P and Q, each with
B bins, is defined as
B
X
p
γ(P, Q) =
Pb Qb ,

(6.6)

b=1

with b the bin index. This measure is bounded below by zero and above by one
(Comaniciu et al., 2003), with zero indicating a complete mismatch, intermediate
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values indicating greater similarity and one complete agreement. Significantly,
the bounded nature of the Bhattacharyya coefficient makes it robust to small
outliers (e.g., as might arise during occlusion in the present application).
The final step consists of identifying peaks in the similarity volume, Γ, where
peaks correspond to volumetric regions in the search volume that match closely
with the template dynamics. The local maxima in the volume are identified in
an iterative manner to avoid multiple detections around peaks: In the spacetime
volumetric region about each peak the match score is suppressed (set to zero);
this non-maxima suppression process repeats until all remaining match scores are
below a threshold, τ . In the experiments, the volumetric region of the template
centered at the peak is used for suppression.

6.2.2.1

Weighting template contributions

Depending on the task, it may be desirable to weight the contribution of various
regions in the template differently. For example, one may want to emphasize
certain spatial regions and/or frames in the template. This can be accommodated
with the following modification to the global match measure:
Γ(x) =

X

w(u)γ[S(u), T(u − x)],

u
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(6.7)

where w denotes the weighting function. In some scenarios, it may also be desired
to emphasize the contribution of certain dynamics in the template over others.
For example, one may want to emphasize the dynamic over the unstructured and
static information. This can be done by setting the weight in the match measure, (6.7), to w = 1 − (Ê + Êstatic ), with Êstatic the oriented energy measure,
(6.3), corresponding to static, i.e., non-moving/zero-velocity, structure and Ê
capturing local lack of structure, (6.4). An advantage of the developed representation is that it makes these types of semantically meaningful dynamics directly
accessible.

6.2.2.2

Efficient matching

For efficient search, one could resort to: (i) spatiotemporal coarse-to-fine search
using spacetime pyramids (Shechtman & Irani, 2007), (ii) evaluation of the template on a coarser sampling of positions in the search volume, (iii) evaluation of a
subset of distributions in the template and (iv) early termination of match computation (Barnea & Silverman, 1972). A drawback of these optimizations is that
the target may be missed entirely. In this section, it is shown that exhaustive
computation of the search measure, (6.5), can be realized in a computationally
efficient manner.
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Inserting the Bhattacharyya coefficient, (6.6), into the global match measure,
(6.5), and reorganizing by swapping the spacetime and bin summation orders
reveals that the expression is equivalent to the sum of cross-correlations between
the individual bin volumes:
Γ(x) =

Xp
XXp
p
p
Sb (u) Tb (u − x) =
Sb ? Tb ,
b

(6.8)

b

u

with ? denoting cross-correlation, b indexing histogram bins and u = (u, v, w)
ranging over template support.
Consequently, the correlation surface can be computed efficiently in the
frequency domain using the convolution theorem of the Fourier transform
(Bracewell, 2000), where the expensive correlation operations in spacetime are
exchanged for relatively inexpensive pointwise multiplications in the frequency
domain:
Γ(x) = F −1

(
X

)
np o
p
F{ Sb }F
Tb0
,

(6.9)

b

with F{·} and F −1 {·} denoting the Fourier transform and its inverse, respectively,
and Tb0 the reflected template. In implementation, the Fourier transforms are
realized efficiently by the fast Fourier transform (FFT).
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6.2.3

Computational complexity analysis

Let W{T,S} , H{T,S} , D{T,S} be the width, height and temporal duration, respectively, of the template, T, and the search video, S, and B denote the number of
spacetime orientation histogram bins. The complexity of the correlation-based
scheme in the spacetime domain, (6.8), is O(B

Q

i∈{T,S}

Wi Hi Di ). In the case

of the frequency domain-based correlation, (6.9), the 3D FFT can be realized
efficiently by a set of 1D FFTs due to the separability of the kernel (Jähne,
2005). The computational complexity of the frequency domain-based correlation
is O[BWS HS DS (log2 DS + log2 WS + log2 HS )].
In practice, the overall runtime to compute the entire match volume between
a 50 × 25 × 20 template and a 144 × 180 × 200 search video with six spacetime
orientations and  is 20 seconds (i.e., 10 frames/sec) when computed using the
frequency-based scheme, (6.9), with the computation of the representation (Sec.
6.2.1) taking up 16 seconds of the total time. In contrast, the search in the spacetime domain, (6.8), takes 26 minutes. These timings are based on unoptimized
Matlab code executing on a 2.3 GHz processor. In comparison, using the same
sized input and a Pentium 3.0 GHz processor, (Shechtman & Irani, 2007) report
that their approach takes 30 minutes for exhaustive search.
Depending on the target application, additional savings of the proposed ap-
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Algorithm 5: Action spotting.
Input: T : Query video, S: Search video, τ : Similarity threshold
Output: Γ: Similarity volume, d: Set of bounding volumes of detected action
Step 1: Compute spacetime oriented energy representation (Sec. 6.2.1)
1. Initialize 3D G3 steerable basis.
2. Compute normalized spacetime oriented energies for T and S, Eq. (6.1) - (6.4).
Step 2: Spacetime template matching (Sec. 6.2.2, 6.2.2.1 and 6.2.2.2)
3. (Optional) Weight template representation.
4. Compute similarity volume, Γ, between T and S (Eq. 6.9).
Step 3: Find similarity peaks (Sec. 6.2.2)
5. Find global maximum in Γ.
6. Suppress values around the maximum (set to zero within template volume).
7. Repeat 5. and 6. until remaining match scores are below τ .
8. Centre bounding boxes, d, with size of template at identified maxima.

proach can be achieved by precomputing the search target representation off-line.
Also, since the representation construction and matching are highly parallelizable, real to near-real-time performance is anticipated through the use of widely
available hardware and instruction sets, e.g., multicore CPUs, GPUs and SIMD
instruction sets.
To recapitulate, the proposed approach to action spotting is given in algorithmic terms in Algorithm 5.

6.3

Empirical evaluation

The performance of the proposed action spotting algorithm has been evaluated
on an illustrative set of test sequences. Matches are represented as a series
of (spatial) bounding boxes that spatiotemporally outline the action. Unless
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otherwise stated, the templates are weighted by 1 − (Ê + Êstatic ), see (6.7),
to emphasize the dynamics of the action pattern over the background portion of the template. Video results and additional examples are available at:
www.cse.yorku.ca/vision/action-spotting.
Figure 6.2 shows results of the proposed approach on an aerobics routine
consisting of 806 frames and a resolution of 361×241 (courtesy of www.fitmoves.
com). The instructor performs four cycles of the routine composed of directional
jumping, spinning and squatting. The first cycle consists of jumping left, spinning
right and squatting while the instructor is moving to her left, then a mirrored
version while moving to her right, then again moving to her left and concludes
moving to her right. Challenging aspects of this example include, fast (realistic)
human movements and the instructor introducing nuances into each performance
of the same action; thus, no two examples of the same action are exactly alike.
The templates are all based on the first cycle of the routine. The jumping right
and spinning left templates are defined by mirrored versions of the jumping left
and spinning right, respectively. Each template is matched with the search target,
yielding five similarity volumes in total. Matches in each volume are combined
to yield the final detections. All actions are correctly spotted, with no false
positives.
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Figure 6.3 shows results of the proposed approach on an outdoor scene consisting of three actions, namely, walking left, walking right and two-handed wave.
In addition, there are several instances of distracting background clutter, most
notably the water flowing from the fountain. The video consists of 672 frames
with a resolution of 321 × 185. The walk right template is a mirrored version of
the walk left template. Similar to the previous example, the matches for each
template are combined to yield the final detections. All actions are spotted correctly, except one walking left action that differs significantly in spatial scale by
a factor of 2.5 from the template; there are no false positives.
Figure 6.4 shows results of the proposed approach on two outdoor scenes
containing distinct forms of foreground clutter, which superimpose significant
unmodeled patterning over the depicted actions and thereby test robustness to
irrelevant structure in matching. The first example contains foreground clutter
in the form of dappled sunlight with the query actions of walking left and onehanded wave. The second example contains foreground clutter in the form of
superimposed static structure (i.e., pseudo-transparency) caused by the chainlinked fence and the query action of two-handed wave. The first and second
examples contain 365 and 699 frames, respectively, with the same spatial resolution of 321 × 185 pixels. All actions are spotted correctly; there are no false
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positives.
For the purpose of quantitatively evaluating the proposed approach with direct comparison to alternatives, action spotting performance was tested on the
publicly available CMU action data set (Ke et al., 2007). The data set is comprised of five action categories, namely “pick-up”, “jumping jacks”, “push elevator button”, “one-handed wave” and “two-handed wave”. The total data set
consists of 20 minutes of video containing 109 actions of interest with 14 to 34
testing instances per category performed by three to six subjects. The videos
are 160 × 120 pixels in resolution. In contrast to the widely used KTH (Schuldt
et al., 2004) and Weizmann (Gorelick et al., 2007) data sets which contain relatively uniform intensity backgrounds, the CMU data set was captured with a
handheld video camcorder in crowded environments with moving people and cars
in the background. Also, there are large variations in the performance of the target actions, including their distance with respect to the camera.
Results are compared with ground truth labels included with the CMU data
set. The labels define the spacetime positions and extents of each action. For
each action, a Precision-Recall (P-R) curve is generated by varying the similarity
threshold between 0.6 to 0.97:
Precision =

TP
TP + FP
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(6.10)

and
Recall =

TP
,
nP

(6.11)

where T P is the number of true positives, F P is the number of false positives
and nP is the total number of positives in the data set. In evaluation, the same
testing protocol as in (Ke et al., 2007) is used. A detected action is considered a
true positive if it has a (spacetime) volumetric overlap greater than 50% with a
ground truth label. The same action templates from (Ke et al., 2007) are used,
including the provided spacetime binary masks to emphasize the action over the
background (see Fig. 6.5 for example video frames).
To gauge performance, the results of the proposed approach were compared to
two recent action spotting approaches: (i) holistic flow (Shechtman & Irani, 2007)
and (ii) parts-based shape plus flow (Ke et al., 2007). Similar to the proposed
approach, the holistic flow approach only considers image dynamics; whereas, the
parts-based shape plus flow approach combines the same holistic flow approach
in (Shechtman & Irani, 2007) with additional shape information recovered from
a spatiotemporal over-segmentation procedure and embeds the matching process
in a parts-based framework (Felzenszwalb & Huttenlocher, 2005) to improve generalization. For further details of the holistic flow and parts-based shape plus
flow action spotting approaches, see Appendices D.4 and D.5, respectively.
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Figure 6.6 shows P-R curves for each action with representative action spotting results; the spotting results for the baseline approaches are taken from (Ke
et al., 2007). In comparison to the holistic flow approach, the proposed approach
generally achieves superior spotting results, except in the case of two-handed
wave; nevertheless, the proposed approach still outperforms holistic flow over
most of the P-R plot in this case. Furthermore, as discussed in Section 6.2.3
the proposed approach is significantly superior from a computational perspective. In comparison to the parts-based shape plus flow approach, the spotting
performance of the proposed approach once again is generally superior, except
in the case of two-handed wave. In both cases, two-handed wave is primarily
confused with one-handed wave, resulting in a higher false positive rate and thus
lower precision. Such confusions are not unreasonable given that the one-handed
wave action is consistent with a significant portion of two-handed wave. In contrast, the parts-based decomposition allows for greater flexibility in distinguishing
one-handed vs. two-handed wave. It should also be noted that the parts-based
approach is computationally more expensive than the proposed approach, since
it combines the computationally expensive flow approach with a costly spacetime
over-segmentation approach.
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Jump Left/Right

Spin Left/Right

Squat

Figure 6.2: Aerobics routine example. The instructor performs four cycles of a
dance routine composed of directional jumping, spinning and squatting; each row
corresponds to a cycle.

203

Figure 6.3: Multiple actions in the outdoors. (top, middle) Sample frames for
two query templates depicting walking left and two-handed wave actions. A
third template for a walking right action is derived from mirroring the walking
left template. (bottom) Several example detection results from an outdoor scene
containing the query actions.
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Figure 6.4: Foreground clutter example. (top) Sample frames for a one-handed
wave query template. Templates for other actions in this figure (two-handed
wave, walking left) are shown in Fig. 6.3. (middle) Sample walking left and
one-handed wave detection results with foreground clutter in the form of local
lighting variation caused by overhead dappled sunlight. (bottom) Sample twohanded wave detection results as action is performed beside and behind chainlinked fence. Foreground clutter takes the form of superimposed static structure
when action is behind fence.
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(a) jumping jacks

(b) pick-up

(c) push elevator button

(d) two-handed wave

(e) one-handed wave
Figure 6.5: CMU action data set templates. (left) Sample frames from the
intensity-based templates for each action. (right) Corresponding binary masks.

206

1

Precision

0.8

ST−Structure (proposed)
Shape+Flow (baseline)
Flow (baseline)

0
0

0.4
0.6
Recall

0.8

1

(b) jumping jacks
1

0.8

0.8

0.6

0.5

0.4

0.6
0.4
0.2

0.2
0.2

0
0
1

0.4
0.6
Recall

0.8

0
0

1

0.2 (c)
0.4pick-up
0.6 0.8
Recall

0.2

0.4
0.6
Recall

0.8

1

(d) push elevator button

1
1
0.8
Precision

0.8
0.6
0.4
0.2
0
0

0.2

(a) legend

1

0
0

Precision

0.4
0.2

Precision

Precision
Precision

1

0.6

0.6
0.4
0.2

0.2

0.4
0.6
Recall

0.8

0
0

1

(e) one-handed wave

0.2

0.4
0.6
Recall

0.8

1

(f) two-handed wave

Figure 6.6: Precision-Recall curves for CMU action data set. (left) PrecisionRecall plots; blue curves correspond to the proposed approach, and red and
green to the baselines proposed in (Ke et al., 2007) (shape+flow parts-based) and
(Shechtman & Irani, 2007) (holistic flow), respectively. The spotting results for
the baseline approaches are taken from (Ke et al., 2007). (right) Corresponding
example action spotting results recovered by the proposed approach.
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6.4

Discussion and summary

The main contribution of this chapter is the representation of visual spacetime
via spatiotemporal orientation distributions for the purpose of action spotting.
It has been shown that this tack can accommodate variable appearance of the
same action, rapid dynamics, multiple actions in the field-of-view and is robust to
scene clutter (both foreground and background), while being amenable to efficient
computation.
A current limitation of the proposed approach is related to the use of a single monolithic template for any given action. This choice limits the ability to
generalize across the range of observed variability as an action is depicted in natural conditions. For instance, large spatial and temporal deformations, such as
anthropomorphic attributes (e.g., height and shape) and action execution speed,
respectively, are not currently handled but may be addressed partly through the
use of a multi-scale (spacetime) framework. Response to these action variations
motivates future investigation of deformable action templates (e.g., parts-based),
which allows for flexibility in matching template (sub)components, cf. (Ke et al.,
2007). A related limitation arises when the motion of a body part is not specified
during an action (i.e., performance nuances). For example, consider the action
of throwing a ball. The salient part of this action is related to the motion of the
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upper body, rather than the legs which may be exhibiting a wide range of motions. Possible ways for addressing this limitation include, the use of a deformable
model, as suggested above, to capture the wide variability and automatic means
for weighting the relative importance of the spatiotemporal parts of the action
template and thus masking away nonessential regions. Another possible manner to reduce the number of false detections is by intergrating complementary
cues into the action template description, e.g., shape. Along these lines, it is
interesting to note that the presented empirical results attest that the proposed
approach already is robust to a range of deformations between the template and
search target (e.g., modest changes in spatial scale, rotation and execution speed
as well as individual performance nuances). Such robustness owes to the relatively broad tuning of the oriented energy filters, which discount minor differences
in spacetime orientations between template and target.
In summary, this chapter has presented an efficient approach to action spotting using a single query template; there is no need for extensive training. The
approach is founded on a distributed characterization of visual spacetime in terms
of 3D, (x, y, t), spatiotemporal orientation that captures underlying pattern dynamics. Empirical evaluation on a broad set of image sequences, including a
quantitative comparison with two baseline approaches on a challenging public
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data set, demonstrates the potential of the proposed approach.
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Chapter 7
Summary and Conclusions
7.1

Summary

This dissertation has developed a unified understanding of visual spacetime patterns. More specifically, a representation of dynamics suitable for a wide range of
visual tasks, both low- and high-level, has been developed. Key to this dissertation has been the analysis and representation of spacetime patterns (dynamics)
in terms of their first-order structure.
Chapter 2 began the developments by introducing a generative model for
the purpose of describing spatiotemporal signals (e.g., video) in terms of their
constituent spacetime orientation structure. A novel aspect of this model is that
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it embodies the physical constraint that natural motion signals cannot take on
negative values. In the context of multiplicative motion patterns, it was shown
that this physical constraint yields spacetime oriented structure that previously
was conjectured to be annihilated in the image formation process. More generally,
it was shown that a wide range of important dynamic patterns, both motion and
non-motion, can be modeled in a unified manner simply through consideration
of their constituent spacetime oriented structure in the spatiotemporal domain,
(x, y, t), or equivalently, in terms of the set of constituent planes through the
origin in the frequency domain, (ωx , ωy , ωt ).
Chapter 3 developed a representation of visual spacetime to be applied at
the earliest stages of processing that exploits the findings of the developed generative model and is broadly applicable to the diverse phenomena that may be
encountered in the world. The chapter began by briefly reviewing existing representations of image dynamics and noting their various shortcomings. Motivated
by the findings in Chapter 2, the second part of the chapter presented a novel representation concerned with exposing constituent spacetime orientation structure
present in video data. The approach is based on a distributed characterization
of visual spacetime in terms of 3D, (x, y, t), spatiotemporal orientation. This
representation satisfies all the criteria of a “good” representation established in
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Section 1.2. Specifically, the significant structure (i.e., spacetime orientation as
established in Chapter 2) is made explicit while suppressing unnecessary detail
(e.g., spatial appearance), the information is represented concisely as a distribution/histogram, it facilitates further computation, a procedure for realizing the
representation has been established and its applicability to useful (visual) tasks
has been established.
Chapter 4 presented an approach to spacetime texture classification. The
chapter began by introducing the concept spacetime texture. These dynamic patterns represent a broader set than previously considered in the dynamic texture
literature, subsuming both motion and non-motion-related phenomena. Analogous to previous spatial texture discrimination work, it was proposed that the key
discriminating element between spacetime textures is their underlying spacetime
oriented structure; two spacetime textures that contain similar spacetime oriented
structure are assumed to be in the same category of visual dynamics. Next, a
unified approach to representing and classifying spacetime textures was proposed.
The proposed representation developed in Chapter 3 provided a unified basis for
representing and recognizing spacetime textures based solely on their underlying
dynamics. The chapter concluded by providing several empirical evaluations of
classification performance of the proposed approach and showed its superiority
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over the state-of-the-art.
Chapter 5 presented an approach to spacetime grouping and local boundary
detection. Motivated by the analysis in Chapter 2, both approaches are founded
on the characterization of visual spacetime in terms of 3D, (x, y, t), spatiotemporal orientation, as captured by the proposed representation in Chapter 3. The
representation converts many salient spacetime structure differences into explicit
intensity differences. This conversion reduces the grouping and local boundary
detection approaches to simply determining significant intensity differences in the
representation. The chapter concluded by providing empirical evaluations of the
proposed segregation approaches on a wide variety of synthetic and challenging
natural image sequences.
Chapter 6 presented an approach that detects and spatiotemporally localizes
an action defined by a single video template in a larger video stream (i.e., action
spotting). The proposed approach is founded on the representation proposed in
Chapter 3. In this context, the representation supports fine delineations of visual
spacetime structure to capture the rich underlying dynamics of an action. In
addition, an associated computationally efficient similarity measure and search
method were proposed that leverage the structure of the representation. The
chapter concluded by evaluating the approach on a set of challenging natural

214

videos.
At this point it is instructive to emphasize several points regarding the significance of the presented work:
• The theoretical work in Chapter 2 has presented an in-depth analysis of
the structure of a wide range of spacetime patterns. The relations between
image dynamics and spacetime oriented structure have been precisely defined.
• The theoretical work led to a method for representing and analyzing video
in a uniform manner rather than on a case-by-case basis which is currently
the norm. The power of the proposed representation was demonstrated in
several visual tasks described in Chapters 4 to 6.
• The approach for recognizing spacetime textures uniformly considers the
broadest range of dynamic patterns to date. This can serve as a basis for
dynamic scene understanding.
• The first unified approach to representing and segregating (i.e., grouping
and detecting local boundaries) a wide range of juxtaposed spacetime patterns (motion, static, flicker, (pseudo-)transparency, translucency, spacetime texture, unstructured) was proposed. Previous analyses of spacetime

215

patterns operate on a case-by-case basis, with image motion predominant.
The approach for the early recovery of groupings and local boundaries between regions differing in spacetime structure can serve as building blocks
for further organization and interpretation of visual spacetime information.
• The representation supports fine delineations of visual spacetime structure
to capture the rich underlying dynamics of an action and is resilient to the
addition of distracting foreground clutter. While others have dealt with
background clutter, it appears that the proposed approach is the first to
directly address the issue of foreground clutter.

7.2

Suggestions for further research

To conclude, several directions for further research are discussed below.
From a representational point of view, attention in this dissertation has been
limited to the analysis of first-order spacetime pattern structure. Having understood the tangent space, one possible extension is to consider the representation of
higher-order contact structure (e.g., curvature). This can follow on a firm foundation from the first-order spacetime orientation measurements (Parent & Zucker,
1989; Koenderink & Richards, 1988; Koenderink, 1991). Making higher-order
structure explicit would increase the discrimination power of the representation
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in visual tasks where deemed necessary.
The role of scale in the proposed representation warrants further investigation.
In this dissertation, the the representation has been limited to a single spatiotemporal scale. Future work might consider multi-scale extensions that may support
finer distinctions between spacetime structures, as characteristic signatures could
be manifest across scale. The proposed representation consists of two distinct
scale parameters. The first is related to the scale of the spatiotemporal region of
analysis that is used in integrating the initial energy measurements. The second
scale parameter is related to the frequency tuning (i.e., resolution of detail) of the
underlying oriented filters. In both cases the characterization of the underlying
structure may vary with scale. As a simple example of the scaling behaviour
related to the region of analysis, consider a region containing the aperture problem. Over larger spatiotemporal extents of analysis, the interpretation of the
structure may shift to one of a coherent motion structure. Now consider a cloud
forming a moving shadow over (stationary) grass. The shadows spatiotemporal
energy is concentrated in the low frequencies, while the grass contains low and
high frequencies. At high frequencies of the underlying filters, the interpretation
will be of a static region due to the grass. At low frequencies that encompass
the shadow itself, the interpretation will be of transparency due to the coherent
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motion of the shadow over the static grass. Taken together these two types of
orthogonal scaling behaviours enrich the description of spacetime structure.
There are several potential research directions related to spacetime textures.
First, one could consider an even broader set of spacetime structures than those
considered here. For instance, similar to translational motion, parametric motion (e.g., affine motion) can potentially be reconsidered as another instance of
a deterministic texture, where the parametric model defines the deterministic
placement rule. Second, the use of combinations of second- and higher-order
statistics of spacetime oriented structure with more sophisticated distance measures and classifiers for recognition could be considered. The consideration of
higher-order statistics would allow for discriminating spacetime textures where
the representation differs spatially (e.g., rotational motion), temporally (e.g., acceleration) and spatiotemporally (e.g., general affine motion) across the region of
analysis. Third, complementary spatial appearance attributes may be augmented
with dynamics to enhance the description of the spacetime texture. Fourth, an
additional possibility not considered in this dissertation is the recovery of shape
information. The use of spatial textures as a cue for shape recovery has a long
history in the vision sciences with its origins in (Gibson, 1950). In contrast,
apparently only a single paper (Sheikh et al., 2006) has addressed the topic of
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shape from “dynamic textures”, with their starting point being recovered flow.
It would be interesting to study the shape information available in the proposed
representation.
In terms of grouping and local boundary detection, there are several directions
to pursue. First, both proposed segregation approaches were strictly focused on
dynamics. One direction forward is the integration of a variety of complementary
cues, including those related to intensity, colour and spatial texture, cf. (Malik
et al., 2001; Konishi et al., 2003; Martin et al., 2004; Zalesny et al., 2005; Sharon
et al., 2006; Stein & Hebert, 2007). Joint consideration of these cues would
address the general segregation limitations related to filter-based segmentation
schemes (see Chapter 5 - Section 5.4 for a discussion). Second, consideration
should be given to establishing new benchmarks. This dissertation takes a first
step in this direction by providing a publicly available data set; however, a much
larger set of diverse videos is needed. Previous benchmarks in some sense can be
considered unrepresentative of natural scenes in that they have been primarily focused on scenes that can be described solely by juxtaposed motions, e.g., (Stein &
Hebert, 2009b), or alternatively, solely by juxtaposed dynamic textures (Chan &
Vasconcelos, 2008). One possible source is the human annotated video data from
the recently introduced “LabelMe video” project (Yuen et al., 2009). The project
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is an online and openly accessible video annotation system for real-world videos.
Third, the proposed boundary saliency measure may be useful in the context of
patch-based dynamic texture synthesis applications. In short, patch-based texture synthesis approaches create a new texture by copying and stitching together
a given set of input textures at various offsets (Efros & Freeman, 2001; Kwatra
et al., 2003). A key part in the stitching process is in identifying compatible
merging interfaces between textures such that boundary inconsistencies are not
salient. The proposed boundary saliency measure may be useful in identifying
compatible seam candidates.
A current limitation of the proposed action spotting approach is its modest
ability to generalize across the range of observed variability as an action is depicted in natural conditions. Large spatial and temporal deformations, such as
anthropomorphic attributes (e.g., height and shape) and action execution speed,
respectively, and performance nuances are not currently handled but may be addressed partly through the use of a multi-scale (spacetime) framework, deformable
action templates and an automatic procedure to weight the relative spatiotemporal importance of parts of the action template. Further, false detections may
be reduced through the integration of complementary cues, such as shape cues.
A possible source for shape information is the proposed grouping method.
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A more general direction for action spotting concerns encapsulating a large set
of actions. By limiting focus to the challenge of detecting a single action, the need
for segmentation has been avoided altogether by simply running the detector at
all spatiotemporal locations and potentially at multiple spatiotemporal scales. It
is clear that such an approach will not scale with numerous actions of interest. A
direction forward could be the use of grouping mechanisms, such as the spacetime
grouping mechanism proposed in this dissertation, to group together causally
related spatiotemporal dynamics into parts as a first pass of the data, followed
by computing the proposed spatiotemporal descriptor over the various parts. A
similar approach has long been advocated in the context of object recognition;
for a historical perspective, see (Dickinson, 2009). Notice that once the actions
are detected, they themselves could be considered as parts that can be combined
together to form activities. In addition, it would be interesting to build a set of
dynamic pattern primitives that can be shared among the actions of interest.
Finally, additional visual tasks may benefit from this representation and be
brought within its unifying framework. Examples include, spacetime saliency, cf.
(Bruce & Tsotsos, 2008; Gao et al., 2008; Seo & Milanfar, 2009b) and coupling
dynamic attributes captured by the proposed representation with static texture
cues, e.g., (Renninger & Malik, 2004), for the purpose of scene classification, cf.
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(Shroff et al., 2010).
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Appendix A
Frequency Domain Analysis of
Spacetime Structure
A.1

Image translation

Consider an image signal, I(x), with x = (x, y, t)> denoting the spatial, (x, y),
and temporal, t, coordinates. Let the image signal be defined by a 2D spatial
intensity profile, I(x, y), moving with velocity, v = (u, v)> . In the spatiotemporal
domain, the model for a translating image signal is given by,
I(x) = I(x − ut, y − vt).

(A.1)

Using the Fourier shift property (Bracewell, 2000), the corresponding spec-
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trum is given by (Fahle & Poggio, 1981; Watson & Ahumada, 1985; Adelson &
Bergen, 1985; Heeger, 1988)
˜
I(k)
=

Z Z Z
Z

=

I(x − ut, y − vt)e−i(x

˜ x , ωy )e−it(uωx +vωy ) e−itωt dt
I(ω

˜ x , ωy )
= I(ω

Z

e−it(uωx +vωy ) e−itωt dt

˜ x , ωy )δ(ωx u + ωy v + ωt ).
= I(ω

A.2

> k)

dx

(A.2)
(A.3)
(A.4)
(A.5)

Aperture problem

Consider an image signal, I(x), defined by a 1D spatial intensity profile I(x)
within the region of analysis (i.e., the aperture) and let n̂ be a unit vector normal
to the spatial oriented structure and translating with a velocity vn̂ in the direction
of n̂ (i.e., the normal velocity). In the spatiotemporal domain, the aperture
problem can be written as
I(x) = I[(n̂> , −kvn̂ k)x].

(A.6)

Similar to the derivation of the Fourier transform of a translating image signal (Appendix A.1), the Fourier transform for the aperture problem can be derived using the Fourier shift property (Bracewell, 2000). In addition, a variable substitution of the spatial variables, (x, y)> , is introduced. Specifically,
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let (y1 , y2 )> = U(x, y)> , where U is a rotation matrix (i.e., U−1 = U> and
det U = 1) defined as



>

n̂ 

U=
 ,
û>

(A.7)

with û orthogonal to n̂.
The following derivation of the Fourier transform of the aperture problem
is adapted from (Fleet, 1992; Bigun, 2006). The Fourier transform of (A.6) is
written as,
˜
I(k)
=

Z Z Z

>

I[(n̂> , −kvn̂ k)x]e−ix k dxdydt.

(A.8)

Substituting the change of spatial variables into (A.8), yields
˜
I(k)
=

Z Z Z

> +tω

I(y1 − kvn̂ kt)e−i[(y1 ,y2 )U(ωx ,ωy )

t]

dy1 dy2 dt.

(A.9)

Finally, the Fourier transform of the aperture problem is given by
˜
I(k)
=

Z Z Z
Z Z Z

=
Z Z
=

I(y1 − kvn̂ kt)e−i[(ωx ,ωy )n̂y1 +(ωx ,ωy )ûy2 +ωt t] dy1 dy2 dt

(A.10)

I(y1 − kvn̂ kt)e−i(ωx ,ωy )n̂y1 e−i(ωx ,ωy )ûy2 e−iωt t dy1 dy2 dt

(A.11)

˜ x , ωy )n̂]e−i(ωx ,ωy )n̂kvn̂ kt e−i(ωx ,ωy )ûy2 e−iωt t dy2 dt
I[(ω

˜ x , ωy )n̂]
= I[(ω

Z
e

−i(ωx ,ωy )ûy2

Z
dy2

e−i(ωx ,ωy )n̂kvn̂ kt e−iωt t dt

˜ x , ωy )n̂]δ[(ωx , ωy )û]δ[(v> , 1)k].
= I[(ω
n̂
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(A.12)
(A.13)
(A.14)

Appendix B
3D Separable Steerable Filters
B.1

Introduction

In many vision and image processing tasks, the output of filters at arbitrary orientations is necessary. A prime example is the construction of the representation
described in Chapter 3. A computationally expensive approach is the application of many rotated versions of a filter. This appendix describes a far more
efficient approach to synthesizing filter outputs at arbitrary orientations via the
interpolation of the output of a small number of filters.
In (Freeman & Adelson, 1991), the authors demonstrate that for a certain
class of functions (i.e., filters), rotated copies can be synthesized by taking linear
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combinations of a small set of basis functions that span the space of all rotations;
a filter amenable to this synthesis process is termed a “steerable filter”. Their
steerability condition is based on the Fourier angular decomposition of the filter
(expressed in polar coordinates) consisting of the sum of a finite number of frequencies. Additionally, the authors present the construction of two-dimensional
separable filters (for polynomial functions) that provide a significant gain in computational efficiency over their non-separable equivalents. The computational
efficiency gain is achieved by simplifying the complexity of the two-dimensional
convolution from O(k 2 n2 ) to O(kn2 ), where k is the size of the filter and n is the
size of the image (n-by-n).
Figure B.1 illustrates a general architecture for computing steerable filter
outputs described in (Freeman & Adelson, 1991). A bank of fixed basis filters
first process the input video. This step need only be applied once per video.
The outputs are multiplied by a set of gain maps that represent the orientation
dependent coefficients. Finally, the outputs are summed to yield the adaptively
filtered video. The key to realizing this architecture is the distributive property
of linear filters.
Further related work to steerable filters include, early work in image restoration, e.g., (Knutsson et al., 1983), analyzing oriented patterns, e.g., (Kass &

227

Gain
Maps

Input
Image
Sequence

Basis
Filter
Bank

k i (q)

x
Summation

x

Output
Image
Sequence

+

x

Figure B.1: Three-dimensional steerable filter architecture. A bank of fixed basis
filters first process the input video. The outputs are multiplied by a set of gain
maps that represent the orientation dependent coefficients. Finally, the outputs
are summed to yield the adaptively filtered video. Adapted from (Freeman &
Adelson, 1991).
Witkin, 1987), alternative analytic descriptions of steerable filters, e.g., (Huang
& Chen, 1995; Lenz, 1990; Beil, 1994; Simoncelli & Freeman, 1995; Michaelis &
Sommer, 1995; Teo & Hel Or, 1998; Yu et al., 2001), generating steerable filters
through SVD approximations, e.g., (Greenspan et al., 1994; Perona, 1995; Shy
& Perona, 1994) and work considering various orders of Gaussian derivatives,
e.g., (Danielsson & Seger, 1990; Haralick, 1984; Koenderink & van Doorn, 1987).
Portions of the work described in this appendix appear in (Derpanis & Gryn,
2005).
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The current appendix provides explicit forms for three dimensional (e.g., xy-z) N th degree polynomial separable steerable filters based on the minimum
spanning set. The approach presented is an extension of the construction of twodimensional (x-y) separable steerable filters for polynomial functions outlined in
(Freeman & Adelson, 1991). As examples, both analytic and discrete forms for
the second derivative of a Gaussian (G2 ) and its Hilbert transform (H2 ). Additionally, numerical evaluations of the discrete separable versions of the G2 and H2
filters are provided. It appears that explicit analytic and numerical formulations
for these filters have not previously appeared. In Section B.5, the steering formulas for several higher-order derivatives of Gaussians and corresponding Hilbert
transforms are given.

B.2
B.2.1

Technical approach
Preliminaries

In this appendix it is assumed that the functions to be steered are of the form of
a polynomial times a separable windowing function. Additionally, the functions
are assumed to have an axis of rotational symmetry. These functions, rotated by
a transformation R such that their axis of symmetry points along the direction
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cosines α, β and γ, can be written as,
f R (x, y, z) = W (r)PN (x0 ),

(B.1)

where W (r) is any spherically symmetric function (e.g., a three-dimensional
2

Gaussian-like function: e−r , r =

p
x2 + y 2 + z 2 ) and PN (x0 ) is an N th order

polynomial in
x0 = αx + βy + γz.

(B.2)

The following theorem, Theorem 4 in (Freeman & Adelson, 1991), provides
the means for constructing steerable filters of axially symmetric three-dimensional
functions.
Theorem 1 Given a three-dimensional axially symmetric function f (x, y, z) =
W (r)PN (x), where PN (x) is an even or odd symmetry N th order polynomial in
x. Let α, β and γ be the direction cosines of the axis of symmetry of f R (x, y, z)
and αj , βj and γj be the direction cosines of the axis of symmetry of f Rj (x, y, z).
Then the steering equation,
f R (x, y, z) =

M
X

kj (α, β, γ)f Rj (x, y, z),

j=1

holds if and only if
1. M ≥ (N + 1)(N + 2)/2 and
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(B.3)

2. the kj (α, β, γ) satisfy
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(B.4)

Note that all polynomial functions, f , can be written as a separable steerable
basis in x-y-z; however, it may have many more basis functions than the minimum spanning set. A simple way of realizing such an overcomplete basis is by
applying the rotation to the x, y and z terms of f . The result is a linear combination of products of the powers of x, y and z (the separable basis functions) with
coefficients that are functions of the direction cosine (the steering/interpolation
functions). This approach was used in (Huang & Netravali, 1994). In this appendix, focus is placed on steerable functions that can be written in terms of
the minimum number of basis filters that span the rotation space. Reducing the
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number of filters yields gains in computational efficiency.

B.2.2

Basis functions separable in x-y-z

The cases of even and odd parity filters are considered, written as
f Ω (x, y, z) = G(r)QN (x0 ),

(B.5)
2

where G(r) is a separable windowing function (e.g., Gaussian-like function e−r =
e−(x

2 +y 2 +z 2 )

2

2

2

= e−x e−y e−z ) and QN (x0 ) is an N th order polynomial in,
x0 = αx + βy + γz,

(B.6)

(cf., (Freeman & Adelson, 1991) that does not deal explicitly with 3D separability,
only 2D).
By Theorem 1, (N + 1)(N + 2)/2 functions can form a basis set for f Ω (x, y, z).
Assuming that a basis of M = (N + 1)(N + 2)/2 x-y-z separable functions exists,
then there will be some set of separable basis functions Qi,j (x)Ri,j (y)Si,j (z) such
that
f Ω (x, y, z) = G(r)

X

ki,j (Ω)Qi,j (x)Ri,j (y)Si,j (z).

(B.7)

The interpolation functions, ki,j (Ω) are found by equating the highest order
products of x, y and z in Eq. (B.5) with those in Eq. (B.7), i.e., equating the
coefficients of xN −i−j y i z j for {i, j|i, j ∈ N and i + j ≤ N } with N denoting the
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set of natural numbers {0, 1, . . . }. Substituting Eq. (B.6) into Eq. (B.5), yields
M different products of x, y and z of order N , since by the specialization of the
multinomial theorem (Rosen, 1998),
(x0 )N =

X

N!
αN −i−j β i γ j xN −i−j y i z j ,
(N − i − j)!i!j!

(B.8)

where the summation is taken over terms with all possible integer values of i, j
between 0 and N subject to the constraint that i + j ≤ N .
Each basis function Qi,j (x)Ri,j (y)Si,j (z) can contribute only one product of
powers of x, y and z of order N ; otherwise, Qi,j (x)Ri,j (y)Si,j (z) would be a
polynomial of x, y and z of order higher than N . Thus,
Qi,j (x)Ri,j (y)Si,j (z) = c(xN −i−j + · · · )(y i + · · · )(z j + · · · ),

(B.9)

where c is a constant. Therefore, Eq. (B.5) shows that the coefficients of the
highest order terms xN −i−j y i z j , in f Ω (x, y, z) are
ki,j (α, β, γ) =

N!
αN −i−j β i γ j .
(N − i − j)!i!j!

(B.10)

Note that the lower order terms can appear in more than one separable basis
function, so their coefficients will be the result of a sum of different ki,j (α, β, γ).
To find the separable basis functions Qi,j (x)Ri,j (y)Si,j (z) from the original
function f (x, y, z), note that the steering equation for the separable basis func-
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tions, Eq. (B.7), yields the following system of equations,






Ω
 f 1 (x, y, z) 
· · · ki,j (Ω1 ) · · ·
..




.





 f Ω2 (x, y, z) 
· · · k (Ω ) · · · 






i,j
2

 = G(r) 
 Q (x)R (y)S (z) .






i,j
i,j
i,j
..
..
..
..  




.
.
. 


 .

.




.
.




f ΩM (x, y, z)

···

ki,j (ΩM ) · · ·

(B.11)
Finally, the Qi,j (x)Ri,j (y)Si,j (z) can be written as a linear combination of f Ωj by
inverting the matrix of ki,j ’s of Eq. (B.11).

B.2.3

Example: G2 /H2 steerable quadrature filter pairs

A three-dimensional Gaussian-like function can be written as,
G(x, y, z) = e−(x

2 +y 2 +z 2 )

.

(B.12)

The second derivative with respect to x of the three-dimensional Gaussian-like
function is written as,
G2 ≡

∂ 2G
2
−(x2 +y 2 +z 2 )
=
(4x
−
2)e
.
∂x2

(B.13)

Using Theorem 1 with N = 2, six basis functions are needed to span the rotation
space of the G2 filter. The corresponding steering formulas given in Tables B.2,
B.3 and B.4 of Section B.5 were arrived at by using the construction outlined in
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Section B.2.2. The direction cosines α, β and γ used were a distinct subset of the
unit normals to the faces of the dodecahedron (or the vertices of the icosahedron),
which can be generated according to a cyclic permutation of (±1, 0, ±r), where r
√
is the golden mean, ( 5 + 1)/2 (Weisstein, 2003). The dodecahedron was chosen
because it provides a uniform 12-face tessellation of a sphere.
An approximation to the Hilbert transform10 of the second derivative of the
three-dimensional Gaussian function is written as,
H2 (x, y, z) = (−2.254x + x3 )e−(x

2 +y 2 +z 2 )

.

(B.14)

Using Theorem 1 with N = 3, ten basis functions are needed to span the rotation
space of the H2 filter. The corresponding steering formulas given in Tables B.5,
B.6 and B.7 of Section B.5 were arrived at by using the construction outlined in
Section B.2.2. The direction cosines α, β and γ used were a distinct subset of the
unit normals to the faces of the icosahedron (or the vertices of the dodecahedron),
which can be generated according to a cyclic permutation of (0, ±r, ±1/r) and
(±1, ±1, ±1) where r is the golden mean (Weisstein, 2003).
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B.3

Empirical evaluation

For each of the filters evaluated, the convolution output of a test image with rotated copies realized with the non-separable and separable filters were compared.
The test image used was a three-dimensional zone plate, specifically a 3D analog
of the 1D linear chirp (i.e., f (x) = cos[(ωx)x] = cos(ωx2 ), where ωx denotes the
instantaneous frequency), defined as,
f (x, y, z) = cos[(ω

p
p
x2 + y 2 + z 2 ) x2 + y 2 + z 2 ]

= cos[ω(x2 + y 2 + z 2 )].

(B.15)

Given the orientation and frequency selectivity of the filters, the zone plate was
selected because it captures a continuum in both orientations and frequencies
above and beyond those that the individual filters are selective. In Fig. B.2
a two-dimensional slice of the three-dimensional zone plate is presented. The
rotated versions of the non-separable filters were arrived at by conducting the
rotations in the continuous domain followed by discretization.
The sampling of the orientation of the filters were arrived at by representing
the direction cosines (α, β, γ) of the axis of symmetry parametrically by spherical
10

The Hilbert transform of the second derivative of the three-dimensional Gaussian function
was approximated by finding the least squares fit to a third-order polynomial times a Gaussian
(Freeman & Adelson, 1991).
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coordinates (θ, φ) as follows,
α = cos(θ) sin(φ)
β = sin(θ) sin(φ)

(B.16)

γ = cos(φ)
and sampling θ and φ at 5° intervals with the following bounds, 0 ≤ θ ≤ 2π and
−π/2 ≤ φ ≤ π/2.
The maximum root mean square (RMS) errors for the G2 and H2 were found
to be 6.63 × 10−13 and 3.55 × 10−12 across all orientations, respectively. In Fig.
B.3(a) and Fig. B.3(b) plots of the RMS errors for the G2 and H2 filter are presented. The symmetrical nature of the RMS error plots is due to the symmetrical
nature of the filters in the frequency domain about the origin. The prominent
minima of the H2 RMS error correspond to the filters with a single non-zero
coefficient ki (·). The increased errors in the remaining filter outputs may be due
to accumulation errors in the construction of the basis filters (i.e., more than
one non-zero coefficient ki (·)); nonetheless, the maximum error encountered is
negligible.
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(a) zone plate

(b) G2 : (1, 0, 0)

(c) H2 : (1, 0, 0)

(d) G2 : (0, 1, 0)

(e) H2 : (0, 1, 0)

(f) G2 : (1, 1, 0)

(g) H2 : (1, 1, 0)

Figure B.2: Zone plate slices. (a) x-y slice from a three-dimensional zone plate.
(b)-(g) various corresponding G2 /H2 filtered x-y slices. The triples in the captions
of the filtered outputs denote the orientation of the filter’s axis of symmetry.
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G2 rms error

−13

x 10
7
6.5
6
5.5
5
4.5
4
3.5
3

π/2
2π
0

φ

θ
−π/2

0

(a) G2 RMS error
H2 rms error

−12

x 10
4
3.5
3
2.5
2
1.5
1
0.5
0

π/2
2π
φ

0
θ
−π/2

0

(b) H2 RMS error

Figure B.3: G2 /H2 RMS error plots. RMS error plots are shown between the
corresponding non-separable and separable oriented filter outputs on the threedimensional zone plate.
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B.4

Summary

In this appendix, the construction of three-dimensional separable steerable filters
of N th degree polynomials based on the minimum spanning set was presented.
As a proof of concept, the second derivative of the Gaussian and its Hilbert transform, both in the continuous and discrete domains, were presented; additional
steering formulas for higher-order derivatives of Gaussians and corresponding
Hilbert transforms can be found in Section B.5. Experimental evaluation shows
that the error in the construction of the separable steerable second derivative of
the Gaussian and Hilbert transform is negligible. In the context of the present
thesis, the filters developed allow for the computationally efficient realization of
the representation of spacetime oriented structure described in Chapter 3.

B.5

x-y-z Separable, Steerable Quadrature Pair Basis Filters
G2
H2
G3
H3
G4

2

2

2

= 0.41146(−2 + 4x2 ) ∗ e−(x +y +z )
2
2
2
= (−1.9355x + 0.85846x3 )e−(x +y +z )
2
2
2
= 0.1840(12x − 8x3 )e−(x +y +z )
2
2
2
= (−0.84564 + 2.6468x2 − 0.58875x4 )e−(x +y +z )
2
2
2
= 0.0696(12 − 48x2 + 16x4 )e−(x +y +z )

Table B.1: Several Gaussian derivatives and polynomial fits to their Hilbert transforms. The functions are normalized such that the integral over all space of the
square of the function equals one.
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Basis
2
2
2
G2a = C(2x − 1)e−(x +y +z )
2
2
2
G2b = C(2xy)e−(x +y +z )
2
2
2
G2c = C(2y 2 − 1)e−(x +y +z )
2
2
2
G2d = C(2xz)e−(x +y +z )
2
2
2
G2e = C(2yz)e−(x +y +z )
2
2
2
G2f = C(2z 2 − 1)e−(x +y +z )
2

Interpolation
k(α, β, γ) = α2
k(α, β, γ) = 2αβ
k(α, β, γ) = β 2
k(α, β, γ) = 2αγ
k(α, β, γ) = 2βγ
k(α, β, γ) = γ 2

Table B.2: x-y-z separable basis set and interpolation functions for the second
derivative of the Gaussian. C = 0.41146 is a normalization constant introduced
so that the integral over all space of the square of the function equals one. To construct a second derivative of a Gaussian where the axis of symmetry
(i.e., x-axis)
P
Ω
is mapped to the direction cosine Ω = (α, β, γ), use G2 = i∈{a,...,f } ki (Ω)G2i .
1D Function
2

f1 C(2t2 − 1)e−t
2
f2
e−t
2
f3
2Cte−t
2
f4
te−t

0
-0.4115
1.0000
0
0

1
-0.0268
0.6383
0.3519
0.4277

Tap #
2
3
4
0.1770 0.0513 0.0042
0.1660 0.0176 0.0008
0.1831 0.0291 0.0017
0.2225 0.0354 0.0020

Table B.3: 9-tap filters for x-y-z separable basis set for G2 . Filters f1 and f2 have
even symmetry; f3 and f4 have odd symmetry. These filters were taken from
Table B.2, with a sample spacing of 0.67.
G2 Basis Filter
G2a
G2b
G2c
G2d
G2e
G2f

Filter in x Filter in y
f1
f2
f3
f4
f2
f1
f3
f2
f2
f3
f2
f2

Filter in z
f2
f2
f2
f4
f4
f1

Table B.4: G2 basis filters. Summarized is the construction of the G2 basis filters
(a-f) using the filters given in Table B.3.
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Basis
2
2
2
H2a = C(x − 2.254x)e−(x +y +z )
2
2
2
H2b = Cy(x2 − 0.751333)e−(x +y +z )
2
2
2
H2c = Cx(y 2 − 0.751333)e−(x +y +z )
2
2
2
H2d = C(y 3 − 2.254y)e−(x +y +z )
2
2
2
H2e = Cz(x2 − 0.751333)e−(x +y +z )
2
2
2
H2f = Cxyze−(x +y +z )
2
2
2
H2g = Cz(y 2 − 0.751333)e−(x +y +z )
2
2
2
H2h = Cx(z 2 − 0.751333)e−(x +y +z )
2
2
2
H2i = Cy(z 2 − 0.751333)e−(x +y +z )
2
2
2
H2j = C(z 3 − 2.254z)e−(x +y +z )
3

Interpolation
k(α, β, γ) = α3
k(α, β, γ) = 3α2 β
k(α, β, γ) = 3αβ 2
k(α, β, γ) = β 3
k(α, β, γ) = 3α2 γ
k(α, β, γ) = 6αβγ
k(α, β, γ) = 3β 2 γ
k(α, β, γ) = 3αγ 2
k(α, β, γ) = 3βγ 2
k(α, β, γ) = γ 3

Table B.5: x-y-z separable basis set and interpolation functions for fit to Hilbert
transform of the second derivative of the Gaussian. C = 0.877776 is a normalization constant introduced so that the integral over all space of the square of
the function equals one. To construct a second derivative of a Gaussian Hilbert
transform where the axis of symmetry
(i.e., x-axis) is mapped to the direction
P
Ω
cosine Ω = (α, β, γ), use H2 = i∈{a,...,j} ki (Ω)H2i . Due to space limitations the
filters have been truncated.

1D Function
2

f1
C(t3 − 2.254t)e−t
2
f2 C(t2 − 0.751333)e−t
2
f3
e−t
2
f4
Cte−t
2
f5
te−t

Tap #
0
1
2
3
4
0 -0.6776 -0.0895 0.0554 0.0088
-0.6595 -0.1695 0.1522 0.0508 0.0043
1.0000 0.6383 0.1660 0.0176 0.0008
0 0.3754 0.1953 0.0310 0.0018
0 0.4277 0.2225 0.0354 0.0020

Table B.6: 9-tap filters for x-y-z separable basis set for H2 . Filters f2 and f3 have
even symmetry; f1, f4 and f5 have odd symmetry. These filters were taken from
Table B.5, with a sample spacing of 0.67.
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H2 Basis Filter
H2a
H2b
H2c
H2d
H2e
H2f
H2g
H2h
H2i
H2j

Filter in x Filter in y
f1
f3
f2
f5
f5
f2
f3
f1
f2
f3
f4
f5
f3
f2
f5
f3
f3
f5
f3
f3

Filter in z
f3
f3
f3
f3
f5
f5
f5
f2
f2
f1

Table B.7: H2 basis filters. Summarized is the construction of the H2 basis filters
(a-j) using the filters given in Table B.6.

Basis
2
2
2
G3a = −4C(2x3 − 3x)e−(x +y +z )
2
2
2
G3b = −4Cy(2x2 − 1)e−(x +y +z )
2
2
2
G3c = −4Cx(2y 2 − 1)e−(x +y +z )
2
2
2
G3d = −4C(2y 3 − 3y)e−(x +y +z )
2
2
2
G3e = −4Cz(2x2 − 1)e−(x +y +z )
2
2
2
G3f = −8Cxyze−(x +y +z )
2
2
2
G3g = −4Cz(2y 2 − 1)e−(x +y +z )
2
2
2
G3h = −4Cx(2z 2 − 1)e−(x +y +z )
2
2
2
G3i = −4Cy(2z 2 − 1)e−(x +y +z )
2
2
2
G3j = −4C(2z 3 − 3z)e−(x +y +z )

Interpolation
k(α, β, γ) = α3
k(α, β, γ) = 3α2 β
k(α, β, γ) = 3αβ 2
k(α, β, γ) = β 3
k(α, β, γ) = 3α2 γ
k(α, β, γ) = 6αβγ
k(α, β, γ) = 3β 2 γ
k(α, β, γ) = 3αγ 2
k(α, β, γ) = 3βγ 2
k(α, β, γ) = γ 3

Table B.8: x-y-z separable basis set and interpolation functions for the third
derivative of the Gaussian, G3 . C = 0.184 is a normalization constant introduced
so that the integral over all space of the square of the function equals one. To
construct a third derivative of a Gaussian where the axis of symmetry
(i.e., x-axis)
P
Ω
is mapped to the direction cosine Ω = (α, β, γ), use G3 = i∈{a,...,j} ki (Ω)G3i .
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2

Tap #
0
1
2
3
4
5
6
0 0.7165 0.2708 -0.1745 -0.1348 -0.0337 -0.0041
0 0.3894 0.3679 0.1581 0.0366 0.0048 0.0004
0.7360 0.2866 -0.2708 -0.2715 -0.0944 -0.0163 -0.0015
1.0000 0.7788 0.3679 0.1054 0.0183 0.0019 0.0001
0 -0.5732 -0.5415 -0.2327 -0.0539 -0.0071 -0.0005

Table B.9: 13-tap filters for x-y-z separable basis set for G3 . Filters f3 and f4 have even symmetry; f1, f2
and f5 have odd symmetry. These filters were taken from Table B.8, with a sample spacing of 0.5.

f1 −4C(2t3 − 3t)e−t
2
f2
te−t
2
f3 −4C(2t2 − 1)e−t
2
f4
e−t
2
f5
−8Cte−t

1D Function

G3 Basis Filter
G3a
G3b
G3c
G3d
G3e
G3f
G3g
G3h
G3i
G3j

Filter in x Filter in y
f1
f4
f3
f2
f2
f3
f4
f1
f3
f4
f5
f2
f4
f3
f2
f4
f4
f2
f4
f4

Filter in z
f4
f4
f4
f4
f2
f2
f2
f3
f3
f1

Table B.10: G3 basis filters. Summarized is the construction of the G3 basis
filters (a-j) using the filters given in Table B.9.
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Interpolation
k(α, β, γ) = α4
k(α, β, γ) = 4α3 β
k(α, β, γ) = 6α2 β 2
k(α, β, γ) = 4αβ 3
k(α, β, γ) = β 4
k(α, β, γ) = 4α3 γ
k(α, β, γ) = 12α2 βγ
k(α, β, γ) = 12αβ 2 γ
k(α, β, γ) = 4β 3 γ
k(α, β, γ) = 6α2 γ 2
k(α, β, γ) = 12αβγ 2
k(α, β, γ) = 6β 2 γ 2
k(α, β, γ) = 4αγ 3
k(α, β, γ) = 4βγ 3
k(α, β, γ) = γ 4

Table B.11: x-y-z separable basis set and interpolation functions for the (approximate) Hilbert transform
of the third derivative of the Gaussian, H3 . C = 0.89448 is a normalization constant introduced so that
the integral over all space of the square of the function equals one. To construct the Hilbert transform of
a third derivative of a Gaussian
where the axis of symmetry (i.e., x-axis) is mapped to the direction cosine
P
Ω = (α, β, γ), use H3Ω = i∈{a,...,o} ki (Ω)H3i . Note that the H3 is not exactly x-y-z separable, specifically
H3c,j,l represent least-squares fits; however, these separable functions closely approximate H3 , cf. the 2D H4
filter in Table 9 of (Freeman & Adelson, 1991).

Basis
2
2
2
H3a = C(−0.9454 + 2.959x2 − 0.6582x4 )e−(x +y +z )
2
2
2
3
−(x
+y
+z
)
H3b = Cy(1.4795x − 0.6582x )e
√
√
√
√
2
2
2
H3c = C(− 0.6582x2 + 0.7585 0.6582)( 0.6582y 2 − 0.7585 0.6582)e−(x +y +z )
2
2
2
H3d = Cx(1.4795y − 0.6582y 3 )e−(x +y +z )
2
2
2
H3e = C(−0.9454 + 2.959y 2 − 0.6582y 4 )e−(x +y +z )
2
2
2
H3f = Cz(1.4795x − 0.6582x3 )e−(x +y +z )
2
2
2
H3g = Cyz(0.493168 − 0.6582x2 )e−(x +y +z )
2
2
2
2
−(x
+y
+z
)
H3h = Cxz(0.493168 − 0.6582y )e
2
2
2
3
−(x
+y
+z
)
H3i = Cz(1.4795y − 0.6582y )e
√
√
√
√
2
2
2
H3j = C(− 0.6582x2 + 0.7585 0.6582)( 0.6582z 2 − 0.7585 0.6582)e−(x +y +z )
2
2
2
H3k = Cxy(0.493168 − 0.6582z 2 )e−(x +y +z )
√
√
√
√
2
2
2
H3l = C(− 0.6582y 2 + 0.7585 0.6582)( 0.6582z 2 − 0.7585 0.6582)e−(x +y +z )
2
2
2
H3m = Cx(1.4795z − 0.6582z 3 )e−(x +y +z )
2
2
2
H3n = Cy(1.4795z − 0.6582z 3 )e−(x +y +z )
2
2
4
−(x
+y 2 +z 2 )
H3o = C(−0.9454 + 2.959z − 0.6582z )e

247

2

C(−0.9454 + 2.959t2 − 0.6582t4 )e−t
2
C(1.4795t − 0.6582t3 )e−t
√
√
√
2
C(− 0.6582t2 + 0.7585 0.6582)e−t
√ √
√
2
C( 0.6582t2 − 0.7585 0.6582)e−t
2
2
−t
C(0.493168 − 0.6582t )e
2
−t
te
2
−t
e

0
-0.8456
0
0.5820
-0.5820
0.4411
0
1.0000

1
-0.1719
0.4580
0.3039
-0.3039
0.2289
0.3894
0.7788

2
0.4460
0.2703
-0.0682
0.0682
-0.0543
0.3679
0.3679

Tap #
3
0.2244
-0.0002
-0.1206
0.1206
-0.0931
0.1581
0.1054

4
0.0059
-0.0378
-0.0456
0.0456
-0.0351
0.0366
0.0183

5
-0.0141
-0.0114
-0.0081
0.0081
-0.0063
0.0048
0.0019

6
-0.0030
-0.0015
-0.0008
0.0008
-0.0006
0.0004
0.0001

Table B.12: 13-tap filters for x-y-z separable basis set for H3 . Filters f1, f3, f4, f5 and f7 have even symmetry;
f2 and f6 have odd symmetry. These filters were taken from Table B.11, with a sample spacing of 0.5.

f1
f2
f3
f4
f5
f6
f7

1D Function

H3 Basis Filter
H3a
H3b
H3c
H3d
H3e
H3f
H3g
H3h
H3i
H3j
H3k
H3l
H3m
H3n
H3o

Filter in x Filter in y
f1
f7
f2
f6
f3
f4
f6
f2
f7
f1
f2
f7
f5
f6
f6
f5
f7
f2
f3
f7
f6
f6
f7
f3
f6
f7
f7
f6
f7
f7

Filter in z
f7
f7
f7
f7
f7
f6
f6
f6
f6
f4
f5
f4
f2
f2
f1

Table B.13: H3 basis filters. Summarized is the construction of the H3 basis
filters (a-o) using the filters given in Table B.12.
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Basis
2
2
2
G4a = C(16x − 48x2 + 12)e−(x +y +z )
2
2
2
G4b = Cy(16x3 − 24x)e−(x +y +z )
2
2
2
G4c = C(−4x2 + 2)(−4y 2 + 2)e−(x +y +z )
2
2
2
G4d = Cx(16y 3 − 24y)e−(x +y +z )
2
2
2
G4e = C(16y 4 − 48y 2 + 12)e−(x +y +z )
2
2
2
G4f = Cz(16x3 − 24x)e−(x +y +z )
2
2
2
G4g = Cyz(16x2 − 8)e−(x +y +z )
2
2
2
G4h = Cxz(16y 2 − 8)e−(x +y +z )
2
2
2
G4i = Cz(16y 3 − 24y)e−(x +y +z )
2
2
2
G4j = C(−4x2 + 2)(−4z 2 + 2)e−(x +y +z )
2
2
2
G4k = Cxy(16z 2 − 8)e−(x +y +z )
2
2
2
G4l = C(−4y 2 + 2)(−4z 2 + 2)e−(x +y +z )
2
2
2
G4m = Cx(16z 3 − 24z)e−(x +y +z )
2
2
2
G4n = Cy(16z 3 − 24z)e−(x +y +z )
2
2
2
G4o = C(16z 4 − 48z 2 + 12)e−(x +y +z )
4

Interpolation
k(α, β, γ) = α4
k(α, β, γ) = 4α3 β
k(α, β, γ) = 6α2 β 2
k(α, β, γ) = 4αβ 3
k(α, β, γ) = β 4
k(α, β, γ) = 4α3 γ
k(α, β, γ) = 12α2 βγ
k(α, β, γ) = 12αβ 2 γ
k(α, β, γ) = 4β 3 γ
k(α, β, γ) = 6α2 γ 2
k(α, β, γ) = 12αβγ 2
k(α, β, γ) = 6β 2 γ 2
k(α, β, γ) = 4αγ 3
k(α, β, γ) = 4βγ 3
k(α, β, γ) = γ 4

Table B.14: x-y-z separable basis set and interpolation functions for the fourth
derivative of the Gaussian, G4 . C = 0.0696 is a normalization constant introduced
so that the integral over all space of the square of the function equals one. To construct a fourth derivative of a Gaussian where the axis of symmetry
(i.e., x-axis)
P
is mapped to the direction cosine Ω = (α, β, γ), use GΩ
=
4
i∈{a,...,o} ki (Ω)G4i .
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2

−t2

Tap #
0
1
2
3
4
5
0.8352 0.0542 -0.5121 -0.1100 0.0969 0.0453
0 -0.5420 -0.2048 0.1320 0.1020 0.0255
0.5276 0.2055 -0.1941 -0.1946 -0.0676 -0.0117
-0.5568 -0.2168 0.2048 0.2054 0.0714 0.0124
1.0000 0.7788 0.3679 0.1054 0.0183 0.0019
0 0.3894 0.3679 0.1581 0.0366 0.0048

6
0.0075
0.0031
-0.0011
0.0012
0.0001
0.0004

Table B.15: 13-tap filters for x-y-z separable basis set for G4 . Filters f1, f3, f4 and f5 have even symmetry;
f2 and f6 have odd symmetry. These filters were taken from Table B.14, with a sample spacing of 0.5.

f1 C(16t − 48t + 12)e
2
f2
C(16t3 − 24t)e−t
√
2
f3
2 C(−2t2 + 1)e−t
2
f4
C(16t2 − 8)e−t.
2
f5
e−t
2
f6
te−t

4

1D Function

G4 Basis Filter
G4a
G4b
G4c
G4d
G4e
G4f
G4g
G4h
G4i
G4j
G4k
G4l
G4m
G4n
G4o

Filter in x Filter in y
f1
f5
f2
f6
f3
f3
f6
f2
f5
f1
f2
f5
f4
f6
f6
f4
f5
f2
f3
f5
f6
f6
f5
f3
f6
f5
f5
f6
f5
f5

Filter in z
f5
f5
f5
f5
f5
f6
f6
f6
f6
f3
f4
f3
f2
f2
f1

Table B.16: G4 basis filters. Summarized is the construction of the G4 basis
filters (a-o) using the filters given in Table B.15.
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Appendix C
Proof of the Smoothness of the
Ring-Shaped Function
Without loss of generality, the two-dimensional image case will be considered.
Claim: The level curves of the sum of the power responses of N + 1 N th derivative of Gaussians forms a smooth ring-shaped function in the power spectrum.
Equivalently, the resulting summed energy measure is dependent on radial frequency and independent of angular frequency.
Formally, the summed energy response is given by,
η(ωx , ωy ) =

N
X

2

[(ωx , ωy )d̂n ]N G(ωx , ωy ) ,

n=0
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(C.1)

where G(ωx , ωy ) represents the spectrum of the Gaussian, N denotes the derivative order and d̂n represents the unit direction vector defined as,
d̂n = (cos θn , sin θn )> ,

where θn =

2πn
, 0 ≤ n ≤ N.
N +1

(C.2)

Proof:
η(ωx , ωy ) =
=
=
=

N
X

2
N

[(ωx , ωy )d̂n ] G(ωx , ωy )

(C.3)

[(ωx , ωy )d̂n ]2N G(ωx , ωy )2

(C.4)

n=0
N
X

n=0
N
X

[(kωkω̂ > )d̂n ]2N G(ωx , ωy )2

n=0
N
X

[ω̂ > d̂n ]2N [kωkN G(ωx , ωy )]2 ,

(C.5)
(C.6)

n=0

where ω̂ denotes the unit vector in the direction of (ωx , ωy )> . Since the last
(square) bracketed term is only a function of the radial component, it can be
omitted from further consideration. Thus, discussion is now restricted to
η̃(ωx , ωy ) =

N
X

[ω̂ > d̂n ]2N .

(C.7)

n=0

Let φ represent the angular frequency component of ω̂. Then since, ω̂ > d̂n corresponds to the inner-product of unit vectors, it can be rewritten as the cosine of
the angular difference between the unit vectors ω̂ and d̂, as follows
η̃(ωx , ωy ) =

N 
X
n=0


2N
2πn
cos φ −
.
N +1
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(C.8)

Based on a standard trigonometric identity, the cosine term can be rewritten in
terms of the sum of complex exponentials



2N
N 
1 X
2πn
2πn
η̃(ωx , ωy ) = 2N
exp j(φ −
) + exp −j(φ −
)
. (C.9)
N +1
N +1
2 n=0
Finally, the exponentiated term can be rewritten as a summation by applying
the binomial theorem (Rosen, 1998)





N 2N 
1 X X 2N
2πn
2πn
η̃(ωx , ωy ) = 2N
) exp −j(2N − k)(φ −
) ,
exp jk(φ −
N +1
N +1
2 n=0 k=0 k
(C.10)
and rearranged to yield the following
 N


2N 
1 X 2N X
2πn
η̃(ωx , ωy ) = 2N
exp 2j(k − N )(φ −
)
(C.11)
N +1
2 k=0 k n=0
  X
 X


N
2N
N
X
2N
2N
2πn
1
exp(j0) +
exp 2j(k − N )(φ −
)
= 2N
N n=0
k
N
+
1
2
n=0
k=0,k6=N
(C.12)


 
 X
2N
N
X
1
2N
2N
2πn
= 2N
(N + 1) +
exp 2j(k − N )(φ −
) .
N
k n=0
N +1
2
k=0,k6=N
(C.13)
Since (k − N ) is an integer, the second term in (C.13) corresponds to the discrete
Fourier transform (DFT) of a constant. As such, the second term is equal to
zero. Thus, the remaining portion is dependent only on the radial frequency, as
sought.
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Appendix D
Summary of Alternative
Approaches Compared
D.1

The state-space model of dynamic texture

The standard dynamic texture state-space model (Doretto et al., 2003a) is a
stochastic generative model that treats video as a sample from a linear dynamical
system. This model forms the basis of the Kalman filter and can be considered as
a (continuous-state) extension of the hidden Markov model (HMM). The model
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is defined as



x

t+1



 yt

= Axt + vt ,

vt ∼ N (0, Σv )

,

(D.1)

= Cxt + wt , wt ∼ N (0, Σw )

where xt ∈ Rn is a temporal sequence of hidden state random variables, yt ∈ Rm
a temporal sequence of generated video frames, A ∈ Rn×n the hidden state
transition matrix, C ∈ Rm×n the observation matrix and vt , wt independent and
identically normally distributed noise processes.
The standard approach to learning the model parameters (Doretto et al.,
2003a) considers the columns of C as the principal components of the video
frames, and the state vector as a set of principal component coefficients for the
video frame that evolve according to a Gauss-Markov process. A variant of the
model (Chan & Vasconcelos, 2007) replaces the observation matrix, C, with a
non-linear function C(xt ).
For the task of recognition, further choices are made concerning the distance
metric between learned dynamic texture models and the classifier. In both cases,
a variety of alternatives have been proposed. For example, proposed distance metrics include, a measure of the principal angles between subspaces of the model
parameters (Saisan et al., 2001; Chan & Vasconcelos, 2007) and a measure of
the divergence between the distributions of the model realizations (Chan & Vas-
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concelos, 2005b; Woolfe & Fitzgibbon, 2006). As classifiers, the simple nearest
neighbour (Saisan et al., 2001; Woolfe & Fitzgibbon, 2006) and support vector
machines (SVM) (Chan & Vasconcelos, 2005b; Chan & Vasconcelos, 2007) have
been popular choices.

D.2

Motion boundary detection using optical flow

Several early efforts in the literature for identifying motion boundaries considered
the application of edge detectors to a given optical flow field. A major requirement
of these motion boundary detectors is that they are sensitive to rapid spatial (and
possibly temporal) changes in both the magnitude and direction of the flow. In
the following, details are provided regarding the recovery of motion boundaries
via the application of an edge detector to a given optic flow field, see (Thompson
et al., 1985) for additional discussion.
Conceptually, motion boundary detection using optical flow in conjunction
with an edge detector proceeds as follows. The optical flow field is first split
into two separate scalar image sequences corresponding to motion along the horizontal and vertical dimensions. An edge detector is then applied to each image
separately. Finally, a pixel is marked as a boundary if an edge is found in either
flow component.
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Let u(x, y, t) = (u(x, y, t), v(x, y, t))> denote the optical flow at pixel (x, y) in
time t. A motion boundary point is formally defined as a point where the gradient
magnitude assumes a maximum in the gradient direction in either component of
the flow field, cf. (Canny, 1986; Lindeberg, 1998). In terms of directional derivatives, a motion boundary is defined as a point where the second-order directional
derivative in the gradient direction is zero and the third-order directional derivative in the same direction is negative in either component of the flow:






 udd = 0
 vd0 d0 = 0
or
,




uddd < 0
vd0 d0 d0 < 0

(D.2)

where d and d0 denote the gradient direction in the corresponding flow component.
A major drawback of this scheme is that flow discontinuities reside at exactly
those image locations where the computation of optical flow is least reliable.

D.3

Motion boundary detection using the structure tensor

The following provides details regarding the recovery of motion boundaries via
an eigenvalue analysis of the gradient structure tensor defined about a neighbourhood at each image point.
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Let I(x, y, t) denote the intensity at pixel (x, y) in frame t. The average of
the second moment matrix over a neighbourhood, Ω, around a pixel is given by,


 Ix2 Ix Iy Ix It 


X
X


I I
2
G(x, y, t) =
∇I(∇I)> =
I
I
I
 x y
y t
y

Ω
Ω 


Ix It Iy It It2

(D.3)

This matrix (or tensor) is commonly referred to as the gradient structure tensor.
In (Middendorf & Nagel, 2001), it was suggested that the eigenvalues of G can
be used as an indicator of motion discontinuities (i.e., neighbourhoods containing
multiple motions). To detect these pixels, the smallest eigenvalue was compared
with the sum of all eigenvalues:
S=

λ3
> τ,
λ1 + λ2 + λ3

(D.4)

where λ1 ≥ λ2 ≥ λ3 and τ is a user-defined threshold. High values of this
measure (i.e., values closer to one) are indicative of the presence of a motion
boundary. As noted by the authors, high responses are not exclusively due to
motion boundaries. For example, short-time specular reflections may also trigger high responses in (D.4). More generally, (D.4) responds to deviations from
the brightness constancy constraint used to recover flow. In a different context,
(Laptev, 2005) used these “boundary points” as interest points to seed further
analysis.
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Given that the boundary saliency measure, S, can be modeled locally as a
ridge around motion discontinuities (Feldman & Weinshall, 2008), (potential)
boundary points can be defined as points where S assumes a maximum in the
main principal curvature direction, p (Lindeberg, 1998):



 Sp = 0
.


Spp < 0

D.4

(D.5)

Flow-based action spotting

In (Shechtman & Irani, 2007), a scanning volume search approach was proposed
for action spotting based on the pointwise motion consistency between the template and the search video under the template. In the following, details of this
approach (Shechtman & Irani, 2007) are provided.
Let I(x, y, t) denote the intensity at pixel (x, y) in frame t. The sum of the
second moment matrix over a spacetime neighbourhood, Ω, around a pixel is
given by,




 Ix2 Ix Iy Ix It 


X
X

I I
.
2
G(x, y, t) =
∇I(∇I)> =
I
I
I
 x y
y t
y

Ω
Ω 


Ix It Iy It It2

(D.6)

This matrix (or tensor) is commonly referred to as the gradient structure tensor. Further, let G♦ (x, y, t) define the upper-left minor of the gradient structure
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tensor, (D.6):




X  Ix2 Ix Iy 

.
G (x, y, t) =


Ω
Ix Iy Iy2
♦

(D.7)

To determine whether the motions contained in two spacetime neighbourhoods (volumetric spacetime patches, e.g., 7 × 7 × 3), Gi and Gj , are consistent,
Shechtman and Irani considered whether the concatenation of the two patches
(i.e., Gi,j = Gi +Gj ) contains more than one motion, or equivalently, determined
if there is a rank increase between G♦i,j and Gi,j . Ideally, the rank increase could
be measured as the difference of the individual ranks of G and G♦ , where the
rank of a matrix is based on the number of non-zero eigenvalues present; however, due to noise and the fact that consistent motions are generally never exact,
zero-valued eigenvalues are not observed in practice. Instead, Shechtman and
Irani proposed the following continuous rank increase measure,
∆r =

det(G)
λ2 λ3
=
,
♦ ♦
det(G♦ )λ1
λ1 λ2

(D.8)

where λ1 ≥ λ2 ≥ λ3 and λ♦1 ≥ λ♦2 denote the eigenvalues of G and G♦ , respectively. Notice that 0 ≤ ∆r ≤ 1, with ∆r = 0 corresponding to the ideal case
of no rank increase and ∆r = 1 a definite rank increase. (In practice, an approximation of Eq. (D.8) is used to avoid the relatively expensive computation
of the eigenvalue λ1 .) The motion consistency between two patches was defined
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as 1/mi,j where
mi,j =

∆ri,j
,
min(∆ri , ∆rj ) + 

(D.9)

and  is a small constant introduced to avoid division by zero.
Finally, to compute the global motion consistency for a template centered over
a given position within the search video, the pointwise motion consistencies between the template and the corresponding points in the video were summed over
the entire template volume. This is done at each spacetime position of the search
video in order to recover a volumetric similarity map. Locations of consistency
peaks (above a given threshold) were deemed as containing the action.

D.5

Parts-based shape plus flow action spotting

In (Ke et al., 2007), a scanning volume search approach was proposed for action
spotting based on the amalgamation of the following three ideas: (i) motion
consistency was computed between each point in the template with corresponding
points in the search video and aggregated over the template volume, (ii) shapebased consistency was computed by matching the silhouette of the volumetric
action template with the over-segmented input video and (iii) the template was
represented as a set of volumetric parts. For motion consistency, the approach
of Shechtman and Irani (Shechtman & Irani, 2007) was used; see Appendix D.4
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for details. The remainder of this section contains a brief description of (ii) and
(iii).
The shape similarity measure was based on the region intersection between
the template volume centered about a point in the search volume and the set
of color-based over-segmented volumes in the search video under the template.
More specifically, given two binary shapes, T and S, representing the template
and search silhouettes (assuming for the moment that the search volume under
the template contains a single silhouette), respectively, their distance was defined
as the set difference between the union and the intersection of the regions: |T ∪
S \ T ∩ S| with | · | denoting set cardinality. To accommodate the fact that the
search video is over-segmented, an additional step is needed to determine the set
of K regions under the template in the search volume (i.e., S = ∪K
k=1 Sk ) that
minimize the set difference. Generally, brute-force enumeration of all possible
subsets would be computationally prohibitively expensive. Ke et al. proposed a
relatively efficient approach to determine the optimal set.
To compute the final similarity score at a particular position in the search
video, the motion and shape-based consistency measures were embedded in a
deformable parts-based framework (Felzenszwalb & Huttenlocher, 2005). This
allowed for a degree spatiotemporal variability of the query action.
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Finally, to detect and localize the action, the similarity score was computed
at each spacetime position of the search video. Locations with a similarity score
below a specified threshold were deemed as matches.
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Appendix E
Crop Windows for Shift-Invariant
Recognition Experiment
The “shift-invariant recognition” experiment reported in Chapter 4 - Sec. 4.3.2
closely follows previous shift-invariant experiments using the UCLA data set
(Saisan et al., 2001), as described in (Woolfe & Fitzgibbon, 2006). Each sequence was spatially partitioned into left and right halves (window pairs), with a
few exceptions. The exceptions arise as several of the imaged dynamic textures
are not spatially stationary; therefore, the cropping regimen described above
would result in left and right views of different dynamic textures for these cases.
For instance, in several of the fire and candle samples, one view would capture
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Filename prefix

fountain-a-far-1
fountain-a-far-2
fountain-a-mid-1
fountain-a-mid-2
fire-3
fire-7
candle-4
candle-5

Frame index
1
76
1
76
1
76
1
76
1
76
1
76
1
76
1
76

to
to
to
to
to
to
to
to
to
to
to
to
to
to
to
to

75
150
75
150
75
150
75
150
75
150
75
150
75
150
75
150

Crop windows
View 1
View 2
Top left Bottom right Top left Bottom right
(x, y)
(x, y)
(x, y)
(x, y)
(1,20)
(80,80)
(81,30)
(160,110)
(1,20)
(80,80)
(81,30)
(160,110)
(1,20)
(80,80)
(81,30)
(160,110)
(1,20)
(80,80)
(81,30)
(160,110)
(1,10)
(60,110)
(70,30)
(140,110)
(1,10)
(60,110)
(70,30)
(140,110)
(1,10)
(60,110)
(70,30)
(140,110)
(1,10)
(60,110)
(70,30)
(140,110)
(70,1)
(105,110)
(106,1)
(160,110)
(70,1)
(110,110)
(111,1)
(160,110)
(1,1)
(50,110)
(51,1)
(101,110)
(1,1)
(50,110)
(51,1)
(101,110)
(1,14)
(160,48)
(1,49)
(160,83)
(1,14)
(160,48)
(1,49)
(160,83)
(1,14)
(160,53)
(1,54)
(160,83)
(1,14)
(160,53)
(1,54)
(160,83)

Table E.1: Special crop windows for non-stationary cases in UCLA data set.
“Filename prefix” refers to the image sequence filename used in the original UCLA
data set. The origin is located at the top left corner of the image sequences with
the x and y axes increasing in the right and down directions, respectively.
a static background, while the other would capture the flame. In evaluation, all
cases in the data set were retained with special manual cropping introduced to the
non-stationary cases to include their key dynamic features; Table E.1 documents
the special crop windows used for these cases.
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